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Abstract

A global network for knowledge manipulation must support effective search, to locate relevant objects, and effective analysis, to correlate related objects. The Interspace is the coming global network, where knowledge manipulation is supported by concept navigation across community spaces. We have produced a working Interspace Prototype, an analysis environment supporting semantic indexing on community repositories. Scalable technologies have been implemented for concept extraction, concept spaces, and concept switching. These technologies have been tested on discipline-scale, real-world document collections. The technologies use statistical clustering, on contextual frequency of phrases within documents. The practical basis of scalable semantics is context rather than meaning. This is part of a philosophical trend in pattern recognition from Western precise rules towards Eastern imprecise environments.

In the 20th century, the telephone system transformed the world.   At the beginning, telephones were starting to become widely used as personal communications devices.  But it was not clear how such a global network could become feasible.   Specialized people handled every telephone call, switching it from telephone to telephone using manual plugboards.   These people were called “telephone operators” and performed the high-level translation of a connection request into a network number (“the author of the Interspace paper” is “217-244-0651”).   With the projected growth in calls as telephones became more widely deployed, the number of necessary operators would exceed the population!

The global telephone network did become a reality.   The system did not break down as the volume increased.   Although human operators could not achieve this scale, machine operators could.   A new paradigm emerged for handling telephone calls, involving automatic switching machines.    These machines transferred a call from one telephone instrument to another, by using a number code across a hierarchy of purely automatic switches.    This solution scaled to the global network, since handling more calls involved building more machines rather than training more people.

What happened in practice is that the number of human operators increased, but their importance decreased.   Most of the calls were handled by automatic operators, which supported the great increase in volume.   The human operators, now called “receptionists” were used as a value-added service, since they could place calls given only a name or a function rather than requiring an exact number as the machines did.    

There developed a pyramid of telephone service.  General-purpose machines were at the base, comprising central-office switches for most consumer calls with basic functions.  Special-purpose machines were in the middle, comprising private-office switches for most business calls with special functions.  Human operators were at the top, providing the best functions at highest expense.

In the 21st century, the telesophy system will transform the world.  Telesophy (“wisdom at a distance”) supports global manipulation of knowledge, just as telephony (“sound at a distance”) supports global transmission of information.   The fundamental unit in the Net has increased from bits (data packets comprising files in the ARPANET) to objects (information packets comprising documents in the Internet).    But the basic functionality has remained largely the same, namely exactly specifying a unit then fetching it from across the network.

A global network for knowledge manipulation must support effective search, to locate relevant objects, and effective analysis, to correlate related objects.  For the great bulk of ordinary uses, this search and analysis must be done at a conceptual level.  For example, related documents may not have words in common and related objects may be of different types.  Grouping together related concepts is necessary to answer many queries, such as “find objects discussing global information infrastructure for specialized communities”.

It is not clear today how such a global network could become feasible.  Web portals provide little support for concept search, and none for correlating related objects.   Specialized people called “librarians” are needed to handle concepts when manipulating “all the world’s knowledge”.  “Reference librarians” perform the translation of a connection request into a network name (“author of the Interspace paper” is “schatz@uiuc.edu”; paper is at “www.canis.uiuc.edu” ).  They perform these translations by using special indexes for special collections provided by “collections librarians”.

There will be a global network for concept navigation, to support knowledge manipulation.  This network will be implemented by automatic switching machines, which switch concepts from collection to collection.  Again, the network infrastructure will automatically handle the great mass of routine operations, leaving the sophisticated operations at the top of the pyramid for humans.   

In the 20th century, everyone became an operator, routing their own routine calls.   In the 21st century, everyone will become a librarian, searching and indexing their own routine concepts.   The number of large collections indexed by professional librarians will greatly increase.   But the large collections will be completely dominated in size by the small collections, which will be indexed by amateur librarians, with assistance from infrastructure support.

Waves of the Net

The most popular service in the Net has always been community sharing – at whatever level of functionality current technology supports. Technologies such as electronic mail, bulletin boards, moderated newsgroups, bibliographic databases, preprint services, and Web sites are increasing steps along this path.  The closer the technology for sharing results in documents gets to the technology of composing documents, the more heavily used the community sharing mechanisms will be. 
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The waves of the Net illustrate the increasing levels of functionality.  As shown in Figure 1, each wave builds on the previous, then establishes a new higher level of standard infrastructure. In the upswing of a wave, the fundamental research is being done for a new level of functionality.   Prototype research systems begin in the trough and evolve into mass commercial systems in the peak.  The functionality of this wave is then polished in the downswing period for mass propagation before the start of the next wave.

To users living in the Net when a new wave is cresting, the environment feels completely different.   This has already occurred during the transition from packets, which are raw bits and files, to objects, which contain display and interaction software for groups of packets.    The next transition will involve concepts, containing indexing and meaning for objects.  Concepts are useful for analysis of the content rather than search of the form.

The First Wave was the level of access, of transmission of data.  It began with the coming of the ARPANET and evolved through large-scale distributed file systems, roughly 10 years on the upswing and 10 on the down.  The focus was on packets of bits, transparently transferring them from one machine to another.

The Second Wave is the level of organization, of retrieval of information.  It began with distributed multimedia network information systems, such as my own Telesophy system [10,11].  Telesophy was featured in my invited talk at the 20th Anniversary Symposium for the ARPANET in 1989 as the example of technology for future worldwide information spaces.  That same year saw the initiation of the World-Wide Web project at CERN, which when coupled with the NCSA Mosaic interface, became the technology that brought global information spaces to the world at large [14].  The information wave took about 10 years to peak; we are currently in the final of 5 years of the consolidation phase.  The focus is now on documents of objects, pushing towards Internet-wide operating systems.  

The Third Wave will be the level of analysis, of correlation of knowledge.  It will focus on paths of searches.  It will move past search of individual repositories, beyond federation across repositories, to analysis of diverse groups of information across sources and subjects.  The technology for the necessary global semantics currently exists in large-scale prototypes in research laboratories.  This wave, the Interspace, will have distributed services to transfer concepts across domains, just as the ARPANET had distributed services to transfer files across machines and the Internet has distributed services to transfer objects across repositories.

The first external presentation of the Telesophy Prototype was given in Tokyo in November 1987 at IEEE Globecom.   Telesophy became the internal inspiration for Mosaic, through my service as scientific advisor for information systems at NCSA.  This paper is being presented 13 years later, in Kyoto in November 2000.  The Interspace Prototype is at roughly the same state as was the Telesophy Protoype in 1989.   There is a fully-fledged research system running in the laboratory, which has semantically indexed large-scale real-world collections and supports concept navigation across multiple sources.   The technology is ready to perform a field trial that will catalyze the worldwide Interspace for concept navigation, much as Mosaic catalyzed the worldwide Internet for document navigation.

Towards The Interspace
In 1989, the Telesophy Prototype had made it clear that universal interlinked objects were technically feasible.  That is, it was possible to create a worldwide information space of objects which were interlinked and could be transparently navigated.   Five years later, in 1994, Mosaic made it clear that this paradigm could be implemented efficiently enough so that it would become the standard for information infrastructure in the Net.

From trends in network infrastructure, I knew that communities of interest would form with personal web sites that would soon dominate archival web sites.   The same phenomenon had happened earlier with electronic bulletin boards.   From trends in information retrieval, I knew that the resulting volume of documents would cause web search to break down.   The same phenomenon had happened when bibliographic databases exceeded a certain size relative to their conceptual density (about a million items for broad subjects).

I created the Interspace project to anticipate the next trend beyond the infrastructure of the Internet.  When there were billions of documents on-line, navigating across fixed links would no longer suffice.   There would be so many relevant documents for any situation, that fine-grained links to related documents would need to be created dynamically, on-the-fly during a session.   This would require automatically identifying documents containing related concepts.  The basic network infrastructure would need to support universal interlinked concepts (in the Interspace), just as the current network infrastructure supports universal interlinked objects.

The Net of the 21st Century will radically transform the interaction with knowledge.  Traditionally, online information has been dominated by data centers with large collections indexed by trained professionals.   The rise of the Web and the information infrastructure of distributed computing have rapidly developed the technologies for collections of independent communities.  In the future, online information will be dominated by small collections maintained and indexed by community members themselves.  The great mass of objects will be stored in these fine-grained community repositories.

Building the Interspace requires generating semantic indexes for community repositories with interactive support adequate for amateur classifiers, then correlating these indexes across multiple sources with interactive support adequate for amateur navigators.   Since there will be so many sources indexed by non-professional indexers, the infrastructure itself must provide substantial support for semantic indexing.   Since the sources will be dominated by small community repositories, the typical interaction will be navigating through many sources – retrieving and correlating objects relevant to the particular session. The infrastructure itself must accordingly provide substantial support for information analysis.  

The Interspace will be the first generation of the Net to support analysis, to directly enable problem solving [15].  The Internet supports search of objects, e.g. matching phrases within documents.  The Interspace, in contrast, supports correlation of concepts, e.g. comparing related terms in one repository to related terms in another repository.  That is, there will be a quantum jump in functionality across the waves, from syntactic search to semantic correlation.   Users will navigate within spaces of concepts, to identify relevant materials before they navigate within networks of objects, as at present.

The information infrastructure must explicitly support correlation across communities, by concept switching of terminology from specialty to specialty.  This will enable a distributed group of persons to form a specialized community living on the Net, yet be able to communicate with related groups, via translation of concepts across specialties.  The infrastructure would automatically translate terminology from community to community, enabling navigation at the level of concepts.

With current infrastructure, users must search for words across repositories, requiring them to know the terminology for each specialty.  With future infrastructure, users will navigate via concepts across repositories, switching from terminology to terminology. 

The Interspace Prototype

A decade of research, 1990-2000, has produced a working Interspace Prototype.  This is an analysis environment with new information infrastructure utilizing semantic indexing on large collections.   

The concept of the Interspace grew out of experience with the Telesophy Prototype and was explicitly mentioned in the conclusions of my 1990 Ph.D. dissertation, evaluating the wide-area performance of information spaces [12].   The Worm Community System, 1990-1994, was a complete implementation of an analysis environment in molecular biology, with custom technology pre-Web [13,18].   The algorithms for semantic indexing were developed as part of the Illinois Digital Library project, 1994-1998 [17].   

Finally, the flagship contract in the DARPA Information Management program, 1997-2000, was specifically for the Interspace Prototype.   The two-fold goal was to develop a complete analysis environment with general-purpose technology, then test it on large real collections to demonstrate that the concept indexing and navigation was indeed generic, independent of subject domain.    These goals were in fact successfully achieved, as described in subsequent sections.

The Interspace Prototype is composed of a suite of indexing services, which supports semantic indexing for community collections, and an analysis environment, which utilizes these the resultant indexes to navigate within and across collections at abstract levels.  Our suite of components reproduces automatically, for any collection, equivalents to the standard library indexes.  

Some of these indexes represent abstract spaces for concepts and categories above concrete collections of objects and units.  A “concept space” records the co-occurrence between units within objects, such as words within documents or textures within images.  Much like a subject thesaurus, it is useful for suggesting other words while searching (if your specified word doesn’t retrieve desired documents, try another word which appears together with it in another context).  A “category map” records the co-occurrence between objects within concepts, such as two documents with significant overlap of concept words.  Much like a classification scheme, it is useful for identifying clusters of similar objects for browsing (to locate which sub-collection should be searched for desired items).

The information infrastructure for uncovering emergent patterns from federated repositories relies on scalable semantics.  This technology can index arbitrary collections in a semantic fashion.   Scalable semantics attempts to be the golden mean for information retrieval --  semantics pulls towards deep parsing for small collections, while scalable pulls towards shallow parsing for large collections.   The parsing extracts generic units from the objects, while the indexing statistically correlates these uniformly across sources.   For text documents, the generic units are noun phrases, while the statistical indexes record the co-occurrence frequency, of how often each phrase occurs with each other phrase within a document within the collection.  

We believe that concepts are the “right” generic level for semantic protocols for the foreseeable future state of technology.  Concepts provide some semantics with automatic indexing and noun phrase extraction appears computationally feasible for large collections of diverse materials.  Concept spaces actually provide semi-automatic categorization.  They are useful for interactive retrieval, with suggestion by machine but selection by human.  All our experience thus far indicates that augmentation not automation of human performance is what is technologically feasible for semantic interoperability in digital libraries.

Concept spaces and category maps are indexed using statistical information retrieval techniques, but are correlated using artificial intelligence pattern analysis techniques.  They are pitched at an abstract concept rather than a concrete object level.  The trick is to show that the manipulation techniques remain effective across objects and across domains as the scale increases.  We believe that we have identified a happy medium of practical scalable semantics, and that embedding concept spaces and category maps within a complete analysis environment will provide new fundamental infrastructure. 

Navigating the Interspace

The Interspace Prototype indicates that it is feasible technologically to support abstract navigation utilizing scalable semantics. The services in the Interspace prototype generate the semantic indexes for all collections within it.  A common set of concepts is extracted across all services and these concepts are used for all indexes like concept spaces and category maps. The users see an integrated analysis environment in which the individual indexes on the individual collections can be transparently navigated.  For example, one can easily move from a category map to subject domains, to concept spaces, to terms, to documents, then back again to higher levels of abstraction from the concepts mentioned in the document. 

The Interspace Prototype comprises an analysis environment across multiple indexes of multiple sources.   Each source is separately processed, but all are available within the environment.  When a source is processed, the concepts are uniformly extracted from each object.  With documents, every noun phrase is parsed out and normalized, with its position being recorded.   These noun phrases are then used for a series of indexes at different levels of abstraction.  Having a common set of phrases implies that a single phrase can be referenced within multiple indexes.  As the phrases represent concepts, this enables a concept to be transparently navigated across indexes and across sources.

The research interface for the Interspace Prototype demonstrates this transparent navigation directly.   The core interface is written in Smalltalk, with the user interaction taking place through a toolkit called Morphic.   The interface enables navigation across different levels of spaces for documents, for concepts, for categories.   The spaces can be navigated from concept to concept without the need for searching of any kind. 

Figure 2 is a composite screendump of an illustrative session with the Morphic interface.  The session begins within the subject domain of Rheumatoid Arthritis, with the collection covering a selection of 30K bibliographic abstracts on clinical medicine from MEDLINE.
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Figure 2.  Interspace Prototype session with research interface. 

The window in the upper left shows a category map of the documents in the repository, where each area contains a particular subdomain (selected from the community collection).  As shown in the upper right window, “Nonsteroidal Anti-Inflammatory Drug (NSAID)” is selected.  The documents within this subdomain are displayed in summary form in the middle left window.  

One such document is selected and displayed in full in the bottom left window.  Although the document appears to be a bibliographic text abstract, it is actually a sequence of objects, each of which is a concept in the space.  As the user moves the mouse cursor over the “text”, the corresponding concepts are highlighted within a pop-up bubble.  Here the concept “simple analgesics” is selected, with the bubble appearing at the bottom of the screen.  

Within the integrated analysis environment, a selected concept can simply be navigated into a different semantic index.  Here the related concepts (in the concept space) are navigated from “simple analgesic” to “tenidap” in the windows at the bottom right and middle right respectively.  The list of documents containing the concept ``tenidap'' is displayed in the middle right.  The user has located a document describing a new type of NSAID named tenidap, without initially knowing its existence or ever needing to issue a search.

The production interface for the Interspace Prototype also supports concept navigation, but not as easily.   However, it has the advantage of being invocable from within a web browser and can be found at www.canis.uiuc.edu under Medspace under Demonstrations.   The core interface is also implemented in Smalltalk, but the user interaction takes place via the ClassicBlend emulator, which dynamically transforms Smalltalk graphics into Java graphics. 

Figure 3 is a composite screendump of an illustrative session with the Interspace Remote Access (IRA) interface.  This shows concept navigation within a  community repository on the same semantic indexes and special collections as the research interface session.
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Figure 3.  Interspace Prototype session with production interface. 

The user is a clinic physician who wants to find a drug for arthritis that reduces the pain (analgesic) but does not cause stomach (gastrointestinal) bleeding.   In upper left window, the community collections (subject domains) available with semantic indexes are described.  

In lower left, the user selects the domain for “Rheumatoid Arthritis”, then searches for all concepts mentioning the word “bleeding”.  They then navigate in concept space to find a related term that might be relevant for their current need.   From “gastrointestinal bleeding”, the related concepts include those that are general (“drug”) or artifacts (“ameliorating effect”).   But the related concepts also include those of appropriate specificity for locating relevant items, such as names (“trang l”) and detailed concepts (“simple analgesic”).  

Following further in the concept space from “simple analgesic” yields “maintenance therapy”, where the first document is displayed in the lower right.  This document discusses a new drug “proglumetacin”, that when used for treatment produces a patient whose “haematology and blood chemistry were not adversely affected”.   Thus this drug does not cause bleeding.  This document, however, would have been difficult to retrieve by a standard text search on MEDLINE, due to the difficulty of guessing beforehand the terminology actually used.   The upper right lists another document on this drug, which was located by navigating from the concepts (noun phrases) in the current document via the selected concept.  

Concept Extraction

Context-based semantic indexing has been actively investigated since the 1960s.  But it is only in the last few years that the statistics involved for effective retrieval have been computationally feasible for real collections [15].  The key is to identify an appropriate unit to extract from the objects in the collection.   For documents, the most discriminating concepts are known to be multi-word noun phrases.  The document collection is then processed statistically to compute the co-occurrence frequency of the units within each document.   

Over the years, we have evolved an increasingly more precise extraction for document concepts.  Initially, there were heuristic rules that used stop words and verb phrases to approximate noun phrase extraction.   Then, we utilized simple noun phrase grammars for particular subject domains.  Finally, the statistical parsing technology became good enough, so that we were able to utilize extraction without explicit grammars.     These statistical parsers can extract noun phrases quite accurately for general texts, after being trained on sample collections.

Our current concept extractor was developed in collaboration with the Artificial Intelligence Laboratory at University of Arizona [8].  The noun phrase extractor is based upon the Brill tagger and the noun phrase identification rules of NPtool. The parser has three major parts: tokenization, part-of-speech tagging, and noun-phrase identification.

This software was chosen since it is generic -- the trained lexicon was derived from several different sources including the Wall Street Journal and Brown corpora, hence the lexicon has a fairly general coverage of the English language.  It can be applied across domains without further domain customization while maintaining a comparable parsing quality.  According to a study by our collaborators, a UMLS- Lexicon enhanced Noun Phraser performed better than the generic version on a collection of 630K MEDLINE abstracts but the difference is not statistically significant.   A similar parser works well on certain classes of grayscale images, such as aerial photos using texture density as the extracted unit [9]. 

The generic nature and ease of customization enable the parser to fulfill a wide range of noun phrase parsing.  We did an evaluation for biomedical literature of the parser with these general rules. This research experiment parsed all the biomedical literature, 45M (million) unique noun phrases from 10M MEDLINE abstracts, and its description won Best Paper at the 1999 annual meeting of the American Medical Informatics Association [1].  

Concept Spaces    

Over the years, we have developed semantic indexing technology for concept spaces.  This technology operates generically, independent of subject domain.  The goal is enable users to navigate spaces of concepts, instead of documents of words.  This is achieved by parsing the documents to uniformly extract concepts, recording statistical context of the concepts within the documents, and supporting interactive navigation of the concept relationships within the collections. Interactive navigation of the concept space (the inter-relationships) is useful for locating related terms for a particular search strategy.

We have used concept space algorithms in numerous experiments to generate and integrate multiple semantic indexes [3,4]. Previous experiments have shown that creating domain independent semantic indexes automatically is feasible and that these indexes can pave the way for cross-domain information retrieval [5].  To create a concept space, find the context of terms within documents using a noun phrase parser, then compute term (noun phrase) relationships using co-occurrence analysis.

The co-occurrence analysis computes the contextual relationships between the concepts within the collections.  The documents in the collections are processed one by one, with two concepts related whenever they occur together within the same document.  

During the noun phrase extraction process, we keep track of noun phrase frequency information, which is used to compute weights for each phrase in the documents. The weight of noun phrase j in document i, dij, is computed based on the product of “noun phrase frequency” and “inverse document frequency”. Noun phrase frequency, tfij, represents the number of occurrences of noun phrase j in document i. Document frequency, dfj, represents the number of documents in a collection in which noun phrase j occurs. This is represented by the equation:
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where N represents the total number of documents in a collection and wj represents the number of tokens (words) in noun phrase j. Multiple-word terms are assigned heavier weights than single-word terms because multiple-word terms usually convey more precise semantic meaning than single-word terms.

The co-occurrence analysis is computed based on an asymmetric similarity function:


[image: image5.wmf])

(

)

,

(

1

1

k

n

i

ij

n

i

ijk

k

j

T

actor

WeightingF

d

d

T

T

Weight

´

=

å

å

=

=


The above indicates the similarity weight from term Tj to term Tk. dijk represents the combined weight of term descriptors Tj and Tk in document i as:
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where tfijk represents the smaller number of occurrences of term j and term k in document i. dfjk represents the number of documents where terms j and k occur together. wj represents the number of words in descriptor Tj.  

The relationships between noun phrases reflect the strengths of their context associations within a collection.  Co-occurring concepts are ranked in decreasing order of similarity, with more general concepts occurring lower in the list of co-occurring concepts.

Simulating the New World 

We have performed several hero experiments, using high-end supercomputers as time machines to simulate the world of the future, ten years hence.   These experiments took a large existing collection and partitioned it into many community repositories, to simulate typical future situations.   Semantic indexing was then performed on each community repository, to investigate strategies for concept navigation.

 On our Digital Library Initiative (DLI) project in 1996, we demonstrated the feasibility of this strategy for generating a large-scale testbed for semantic federation of community repositories [17].  COMPENDEX was used to supply broad coverage across all of engineering, with 800K abstracts chosen from 600 categories from the hierarchical subject classification, while INSPEC was used to supply deep coverage for our core domains of physics, electrical engineering, and computer science, with 400K abstracts chosen from 300 categories [4]. 

This generated 4M bibliographic abstracts across 1000 repositories (each abstract was classified by subject assignment into roughly 3 categories so there was overlap across repositories).  The NCSA 32-node HP/Convex Exemplar was used for 10 days of CPU time to compute concept spaces for each community repository [15].   The final production run of the spaces, after all testing and debugging, took about 2 days of supercomputer time.

Continuation from the research portions of the DLI project was provided by a flagship grant in 1997 from the DARPA Information Management program.  This project enabled us to carry out discipline-scale experiments in semantic indexes for community repositories. As one example, we generated semantic indexes for all of MEDLINE in 1998 [7].  

MEDSPACE is an Interspace composed of concept spaces across all of MEDLINE.  The backfiles comprise 10M abstracts, in a database both broad and deep.  Using the MeSH subject classification, we partitioned the collection into approximately 10K community repositories and computed concept spaces for each.  The multiple classification for each abstract caused an expansion factor of about four in raw abstracts to repository abstracts.   The complete MEDSPACE involved 400M term occurrences within 40M abstracts.

The MEDLINE computation was an order of magnitude bigger than the COMPENDEX computation (40M versus 4M abstracts).  The time required was about the same scale – 10 days for test debugging and 2 days for final production.   This was possible because the 2-year period had made the high-end NCSA supercomputer an order of magnitude better.  The 128-node, 64GB SGI/Cray Origin 2000 had 4 times more processors for this highly parallel computation and the faster processors and bigger memories combined with optimized parallel algorithms further improved the performance.

This computation demonstrates the feasibility of generating semantic indexes for all biomedicine, in a form deployable within a large-scale testbed.  Some of the semantic indexes were used for experiments on concept switching.  We completed the computation on MEDLINE by partitioning the bibliographic collection, generating the concept spaces, storing the spaces in a database, and developing a demonstration client for interactively using sample spaces to navigate the collection.

Concept Switching

Correlating across communities is where the power of global analysis lies.  Mapping the concepts of your community into the concepts of related communities would enable users to locate relevant items from related research. The difficulty is how to handle the twin explosions of new communities and distributed repositories.  Each community needs to identify the concepts within their repository and index these concepts in a generic fashion that can be compared to those in other repositories from other communities.

The principal function of the Interspace is thus concept switching.  The concept switches of the Interspace serve much the same function as the packet switches of the Internet – they effectively map concepts in one repository in one community to concepts in another repository in another community, much as switching gateways in the Internet reliably transmit packets from one machine in one place to another machine in another place.   

The interlinked data sources of a community form their own knowledge space. The Interspace is the connections between the individual community spaces.  Some of the interconnections are hardwired at indexing time, but most are generated interactively during user sessions.

The technologies for concept switching are still immature.  A specialized form called vocabulary switching has existed since the 1970s.  This form is largely manual – the concepts are taken from a human-generated subject thesaurus and the mapping across thesauri is performed by human subject experts.  The Unified Medical Language System (UMLS) developed at the National Library of Medicine contains a modern example across all of biomedical vocabulary.  

Vocabulary switching is expensive, since it requires tracking of the thesaurus concepts by experts knowledgeable about both sides of the vocabulary map.   Scalable semantics could potentially support concept switching by parsing all concepts and computing all relationships.  The promise of fully automatic methods is concept mapping at a viable cost for community-scale collections.
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Figure 4.  Concept switching in the Interspace Prototype. 

Figure 4 gives an example of concept switching in the Interspace Prototype, where the relationships within the concept spaces are used to guide the navigation across community repositories for MEDLINE.  The subject domains “Colorectal Neoplasms, Hereditary Nonpolyposis” and “Genes, Regulator” were chosen and their concept spaces were displayed in the middle and the right windows respectively.  “Hereditary cancer” was entered as a search term in the first concept space and all concepts which are lexical permutations are returned.  Indented levels in the display indicate the hierarchy of the co-occurrence list.  Navigating in the concept space moves from “hereditary nonpolyposis colorectal cancer” to the related “mismatch repair genes”.

The user then tries to search for this desired term in another domain repository, “Genes, Regulator”.  A straight text search at top right returns no hits.  So Vocabulary (Concept) Switching is invoked to switch concepts from one domain to another across their respective concept spaces.  The concept switch takes the term “mismatch repair genes” and all related terms from its indented co-occurrence list in the source concept space for “Colorectal Neoplasms” and intersects this set into the target concept space for “Genes, Regulator”.

After syntactic transformations, the concept switch produces the list (in the right-most panel) of concepts computed as semantically equivalent to “mismatch repair genes” within “Genes, Regulator”.  Switching occurs by bridging across community repositories on the term “Polymerase Chain Reaction”, an experimental method common to both subject domains.  Navigating the concept space down to the document level locates the article displayed at the bottom. This article discusses a leukaemia inhibitory factor that is related to colon cancer.  Note that this article was located without doing a search, by concept switching across repositories starting with the broad term “hereditary cancer”.

Future concept switching will rely on cluster to cluster mapping, rather than term to term.  Then each concept will have an equivalence class of related concepts generated for it in the particular situation, and the equivalence class from one space mapped into the most relevant classes in other spaces.  The simple example here uses the related terms in the concept space as the equivalence class for mapping a particular term.  Full cluster to cluster mapping will likely use neural net technology, such as self-organizing maps of related terms.

Concept switching supports a new and radical paradigm for information retrieval.   Users rarely issue searches.  Instead, they navigate from concept to concept, transparently within and across repositories, examining relevant objects and the contained concepts.  If they can recognize relevant concepts when viewed during an interactive session, they need not know specialized terminology beforehand.

Computing Scalable Semantics

The success of the Interspace revolves around the technologies of Scalable Semantics, which attempt to be the golden mean for information retrieval, in-between scalable (broad since works in any subject domain) and semantics (deep since captures the underlying meaning).   Traditional technologies have been either broad but shallow (e.g. full-text search) or deep but narrow (e.g. expert systems).   The new wave of semantic indexing relies on statistical frequencies of the context of units within objects, such as words within documents.

This technology trend approximates meaning by statistical versions of context.   This trend in information retrieval has been a global trend in recent years for pattern recognition in many areas.  Computers have now become powerful enough that rules can be practically replaced by statistics in many cases.

For example, in computational linguistics, the best noun phrase extractors no longer have an underlying definite grammar, but instead rely on neural nets trained on typical cases.  The initial phases of the DARPA Tipster project, to extract facts from newspaper articles for intelligence purposes, were based upon grammars, but the final phases were based upon statistical parsers.   Global statistics on local context has largely replaced deterministic global parsing rules.

The technology curves of computer power are making statistical indexing feasible.  As Figure 5 shows, the coming period is the decade that scalable semantics will become a practical reality.  For the 40-year period from the dawn of modern information retrieval in 1960 to the present worldwide Internet search of 2000, statistical indexing has been an academic curiosity.    Techniques such as co-occurrence frequency were well-known in the literature, but confined to collections of only a few hundred documents.  The practical information retrieval on large-scale real-world collections of millions of documents relied instead on exact match of text phrases, such as embodied in full-text search.
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Figure 5.  Trends in Semantic Indexing.
The speed of machines is changing all this rapidly.   The next 10 years, 2000-2010, will see the fall of indexing barriers for all real-world collections.  For many years, the largest computer could not semantically index the smallest collection.   After the coming decade, even the smallest computer will be able to semantically index the largest collection.   Earlier, we described the hero experiment of semantically indexing the largest scientific discipline (biomedicine using MEDLINE) on the largest public supercomputer.   Experiments of this scale will be routinely carried out by ordinary people on their watches (palmtop computers) in 2010.

Currently, in 2000, semantic indexing can be computed by the appropriate community machine, but in batch mode [2].   For example, a concept space for 1K documents is appropriate for a laboratory of 10 people and takes an hour to compute on a small laboratory server.  Similarly, a community space of 10K documents for 100 people takes 3 hours on a large departmental server.  Each community repository is processed on the appropriate-scale server for that community.  As the speed of machines increases, the period of indexing will decrease from batch to interactive.

The technology curves for computer power indicate that semantic indexing of any scale collection will shortly become routine.  This observation is largely independent of which style of indexing is considered.  Within 5 years, discipline-scale collections will be processed within hours on desktop computers.  Within 10 years, the largest collections will be processed in real-time on desktop computers and within minutes on palmtops.  In the near future, users will routinely perform semantic indexing on their personal collections using their personal computers.

Philosophical Implications

This ready availability of computing power will push the feasible levels of semantic indexing to deeper levels of abstraction.    The technologies for handling concepts and categories seem already well understood.   Concepts rely on words within documents as the units within objects.   Categories rely on documents within collections, as the next more abstract level [6].   

Even higher potential levels would involve perspectives and situations.  Perspectives rely on concepts within categories, while Situations rely on categories within collections.   These move towards Path matching, where the patterns of all the user’s searches are placed within the contexts of all their available knowledge.     These more abstract semantic levels push towards closer matching of the meanings in the user’s minds to the meanings in the world’s documents.   Each higher level groups larger units together across multiple relationships.  The algorithmic implications are that many more objects must be correlated together to generate the indexing, requiring increasing levels of computing power. 

There are major philosophical implications of the trend towards context instead of meaning, driven by statistics instead of rules. These trends are similar to replacing Western philosophy (follow a definite set of rules) with Eastern philosophy (become one with the universe).  The science fiction notions of cyberspace discuss “jacking into the Net”, to “solve your problems by feeling all the world’s knowledge around you”.  These have much the same flavor as the ancient Zen notions of achieving satori (enlightenment) by practicing mushin (no-mind), literally “becoming one with the environment” to “react directly to situations without the need for conscious thought”.

Many people believe that information sciences will spawn the dominant practical technologies of the 21st century, much as did physical sciences in the 20th century.  The Net will have the same level of practical and philosophical impact in the 21st century as did The Bomb in the 20th century.  There is strong evidence that informatics in the 21st century will need to orient itself philosophically towards the East, much as did physics in the 20th century.  

Thus, it is symbolic that this paper is being presented in Kyoto, an ancient Japanese capital that is world renowned for its Zen environment.   The historic Ginkaku-ji Temple (Silver Pavilion) is just down the street along the Philosopher’s Walk from where this paper is being presented at Kyoto University.   

The University itself is reflective of the great philosophical trend, having created a new Graduate School of Informatics to contribute to the information civilization of the 21st century.  As the founding Dean, Katsuo Ikeda, says “the development of computer-based technology has caused a fundamental revolution in contemporary social and economic systems.”

The early days of the new millennium will see the infrastructure of the Net evolve from the Internet to the Interspace.   Each specialized community will maintain its own knowledge and semantically index their collections on their own machines.   Pattern discovery across community sources will become a routine activity first for trained professionals, then for ordinary people.   

Science in the Net of the 21st Century, for example, will revolve around correlating concepts to create new paths of discovery, creating the new branch of Informational Science.    Much as occurred with the Internet, scientists will once again establish a paradigm that will become a routine activity for the general public with the Interspace.   Problem Solving in the Net will be an everyday experience for ordinary people.  

In the new millennium, the information infrastructure itself will become the major medium for philosophical transformation.   In the Net Millennium, cyberspace becomes the sacred temple for everyday religion.  The average person will use the Net as the path towards achieving enlightenment.   The Interspace might be built on computer technology, but its fundamental impact will be to enable the masses to achieve satori.
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