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The rise of computer and communications infrastructure in the 20th century has placed a new orientation on the age-old problem of information retrieval.   Digital libraries across computer networks are similar in kind but different in degree from traditional physical libraries.  Both have items (documents, books) which can be searched (indexes, catalogs) from sources (global,local).  But with computers and communications, the retrieval is faster and more flexible – you can fetch an item from across the world in a second and search items which are classified in many categories.

To understand the implications of information retrieval across computer networks, we must first examine the organization of libraries.   The process of search in digital libraries is essentially similar to the process of search in physical libraries.   The essence of a library is the structure of the knowledge – the core is not the books on shelves any more than the core of the computer is the files on the disks.  This structure is recorded in indexes generated by classifying the source materials.   These indexes are searched to provide effective retrieval.

Next we must examine how computer networks can retrieve items from sources around the world.  The basic principles for scaling up networks is always the same – whether it is the Post Office, the Telephone System, or the Internet.  You need to have hierarchical levels of abstractions (gateways) with mechanisms for connecting different types of things together (inter-gateway protocols).

Thus, libraries are built on indexes and networks are built on protocols.   Interacting with Information is Interacting with Indexes.   A distributed world implies distributed indexes.  Digital libraries across computer networks search distributed indexes using universal protocols.    To interact effectively with information worldwide, the Net needs to fundamentally support indexing (organization) just as today the Web fundamentally supports fetching (access).  Then the telesophy network (searching knowledge at a distance) will replace the telephony network (transmitting sound at a distance).

I.1. Finding Books in Libraries

The process of searching for information can be broken down into a series of increasingly more complicated steps.  Each step relies fundamentally on the results of the previous steps.  Such a process is often referred to as “hierarchical levels of abstraction”, i.e. a series of descriptions of something that built upon each other to become increasingly more sophisticated.  The process of searching can best be understood with concrete examples.  Thus…

How do you locate a book in a library?

At its most concrete, the library is a building with books on shelves.  If there are only a few books, then no organization is needed – you merely look through all the books one by one to find the one you want.  If there are many books, however, you need a classification scheme.  You can then search the classifications quickly to locate desired books, before actually retrieving them.  

Library Catalogs.    The simplest classification scheme is assigning a single number which represents the unique location of a book on a shelf.   If there are, say, 1000 books, you might just assign them the numbers 1 to 1000 corresponding to the different positions of  spaces on the shelves.  Given the number of a book, it is then easy to find that location on the physical shelves and retrieve the book itself.   

However, a fixed set of numbers would make it difficult to add or delete books, since many of the numbers would have to change when another was added or deleted.  To also make the numbers invariant, you need to have a classification scheme which also grows (and shrinks) as needed.  

The Dewey Decimal Classification commonly used in public libraries is one such scheme.    When this scheme was originally proposed, there was room for 1000 major categories 0-999 which represented what was then thought to be the major classifications of knowledge in books.  In a simplified example, 500 is the general category number for science and 538 the general category for computers.    So all books about computers were assigned category code 538 and distinguished from each other with letters “a”, “b”, etc.  Thus 538c is the 3rd book classified under computers and located in the 500s section of the library shelves.  Then a book can easily be fetched from its shelf using its category code.  

The mapping of books to codes is called a catalog.  The card catalogs familiar from the early days of public libraries were for a long time the implementation of the library catalog.  The Dewey system dates from Melville Dewey in the 1890s.   The physical cards have now largely been displaced by electronic cards handled by computers, but with almost the same functionality.    Much of the research work in information retrieval discussed below attempts to improve the interaction with information beyond the level possible with card catalogs.

The codes are assigned by professional librarians similarly called “catalogers”.  Their general job is to classify all of human knowledge to support retrieval of books in libraries.  Their specific job is to assign a unique category code to each book as it is initially received.    A major classification such as Dewey commonly has an entire organization devoted to classifying new books as they are published and selling that classification scheme to libraries, who then actually place books on shelves corresponding to that classification.    The volume of books has forced specialization so that there are teams of catalogers corresponding to the major subparts of the classification (science, technology, philosophy, religion, etc.) and each catalog is knowledgeable about the subject matter in their area in addition to being a trained classification librarian.   Thus a science librarian might have a Master’s degree in Biology in addition to a Master’s degree in Library Science with specialization in cataloging.

The original goal of a catalog was simply to insure that every book could be placed in a unique location by assigning it a unique code.    All of the major classification schemes in use today have this as their goal – one book one location.   This solved the major organization problem of a physical library.    Determining the major topic of a book is not always easy, particularly for topics new to the classification scheme.   Is the present book about libraries or networks or computer technologies or religious philosophies?  There was always some hope of facilitating browsing by clustering books on similar topics close together – so that looking around a fetched book might also locate other books of interest.

As the volume of books grew greater, the classification schemes became partitioned more finely.  A book on computer networks might be classified as 538.237 SCH, representing a subdivision of computers in the 538s and the author’s last name to distinguish between all books within the same subdivision.   As subjects grew and shrank in the world, the numeric partitions became less evenly distributed.  In the 1890s, having 100 major classifications for philosophy and 1 for computers was representative of the books being published then.  In fact, “computers”, usually spelt “computors”, were the people who used numerical tables to calculate statistics for insurance and the like.  In the 1990s, even with redistribution and subdivisions, there were far too few classifications for computers and far too many for philosophy.

Abstraction of Classification.   So multiple classifications for a single book became the rule rather than the exception.  The primary code was still used to physically place the book on the shelf.  However, the alternative classifications were used to directly reference the book as well.  The card catalogs contained multiple entries for a single book – under author, under title, and several under subjects.

The primary goal of a cataloger is to insure proper organization of a library.  They do this by attempting to cluster similar books together.  The subject classifications of the card catalog were the beginnings of the abstraction of classification.   By flipping through the card catalog, you could view all the books classified under “computer networks”, even though many might be physically located in other sections of the library.  (That is, these books had computer networks as an alternative subject classification rather than the primary classification, which determined physical placement.)  The coming of computer information retrieval systems made logical views of physically distributed books (a sort of “virtual library”) the standard style of subject retrieval.

Card catalogs became the primary method of library retrieval in the early 20th century.  Their use made it clear that the primary value of the library was its classification of the structure of knowledge, rather than the physical housing of its collection.  In fact, the references and classifications of the catalogs reached far beyond the books physically within the library building, to information in a wide variety of contents and forms world-wide.  Thus, well before the coming of computers, a reference librarian would commonly consider the catalogs to be the core of the library rather than the building.  The advantage of a book being physically in the local collection had to do with speed of access, not whether it could be accessed or not (for example, interlibrary loan could retrieve books from other physical libraries with a several day time-lag and various facsimile services could provide response times in minutes if you were willing to pay the cost). 

I.2. Information Retrieval in Digital Libraries

Information retrieval was pioneered in the 1960s and became commercial in the 1970s for specialized professionals and research libraries.   As evident from above, these systems were different in degree not in kind from physical libraries.  That is, they originally functioned as a form of digital card catalogs, where you could quickly search and display all the cards on a particular subject.  The retrieved logical (digital, electronic) card gave a classification number, which could be retrieved to physically retrieve a physical book.

The abstraction of classification was made very clear in the new digital equivalents of physical libraries.  The purpose of information retrieval is to retrieve desired documents.  You issue a query, which specifies which documents you wish to retrieve.  The queries are about searching the documents for words, rather than giving their raw catalog number.    

So there is an explicit separation made between the index and the object.  The index enables user search of an abstract classification.   It is the digital equivalent of the card catalog.  The object enables user retrieval of an actual document.  It is the digital equivalent of the library book.  As computers and networks became faster, the size of the object that could be retrieved became larger, from titles to abstracts to full-text to multimedia documents.

The steps in the information retrieval process remain the same in the digital world, as in the physical world.   The objects, typically documents, are created external to the information retrieval process.   Within the process itself, first, the documents are represented, to encode their content.  Next, the representation is used to create an index, of the locations of the different contents.  The index is used for efficient search, to quickly find the relevant results to user queries.  This process from documents to indexes to searches is the foundation of information retrieval, no matter what the subject matter or document content.

Document Representation and Indexing.   Document representation is the initial step of the information retrieval process, and thus determines the degree to which the content is actually used.   Whatever is represented is the only information that can be used for retrieval.  If the exact meaning was known, then this could be used for the indexing.   If only the words actually occurring in the document are known, then this is the most that can be used for indexing.   Traditionally, the representation of the document is much closer to the words themselves than to the underlying meaning.

The representation of a document in information retrieval is done by software that performs “natural language” parsing.  This software processes the words and attempts to extract the meaning.  In the traditional form of information retrieval, the processing consists of identifying the words and normalizing them.  This means that the words are placed into standard form to eliminate some of the minor variation.  Otherwise, a search for documents containing the word “computer” would miss documents containing the plural form “computers”.  Commonly, this involves stemming, where the endings are removed.  For example, “computer”, “compute”, “computers”, “computing” are all the same normalized word “comput” after the stemming is performed.

The parsing in most current information retrieval systems is shallow.  This means that the extraction of meaning pretty much stops at the word level.   That is, the representation of a document is a series of normalized words, and these words are used to build the index, which is then used to perform the searches.   Sometimes, the retrieval is improved by ignoring certain words, called noise words, which are so common that they are not likely to prove useful for retrieval purposes.  Sometimes, the words are combined into phrases, which are likely to prove useful for retrieval purposes.

This shallow parsing is completely syntactic, concentrating on the form of the words in the documents, rather than the content.   Some words are mapped together as being equivalent, but these are syntactic only, such as the stemming from normalization.  If two words mean the same, but have different characters, then they are different words and considered separately in the index.   A deep parsing tries to map together words that are equivalent on a semantic basis.  Thus “computer” and “central processing unit” might be mapped together.  This example shows that semantic equivalence for information retrieval is related to the usefulness of retrieving the words under similar circumstances, rather than to exact equivalence of meaning.  

Currently, shallow parsing is the level of technology feasible for large-scale real-world document-collections, such as online catalogs, which are the direct digital version of card catalogs.  Such digital catalogs contain millions of entries, each represented by the words in the entry, such as author and title.   These words are placed into an index, where they can be used for search to retrieve cards representing books containing these words as the author or in the title.   The online catalogs support exact word matching, where the user needs to specify exactly the same word that is actually in the title, in order to retrieve the desired book.

After the parsing has extracted the words, the next step in the information retrieval process is to build an index.   This is used for rapid lookup of which words are contained with which documents.  The traditional method of supporting exact word matching is an inverted list.  This index is simply a list of all the words in all the documents of the collections.    Each entry in the list contains which document that word appears in.   The list is thus inverted, compared to the document collection, since it contains for each word, which documents contain that word, rather than for each document, which words are contained with that document. 

The index is used for search, by the corresponding simple process.   Given a word as a user query, that word is located in the index.  The index entry lists all documents that contain that word.  Those documents are then retrieved, and returned as the search results.  Usually, the inverted list actually contains references to the documents, such as numbers or filenames, and these references are used to subsequently retrieve the corresponding documents.   

If multiple words are specified in the query, then each word separately retrieves a set of documents.  These sets must be combined to produce the final search result.  For example, if all the words are required to be in a document (an AND), then the query sets are intersected together.   Conversely, if just any of the words are required (an OR), then the query sets are merged (unioned) together to produce the query result.  If the matches should be on complete phrases, then the entries in the inverted list contain the position of the word within the document as well.  Computing the query sets must then consider these positions, so that “fiber optics” appears in a document only if the document contains “fiber” and contains “optics” in adjacent positions.

Remote Access for Bibliographic Databases.   The original model for information retrieval was to substitute for the card catalog within a conventional library.  Thus, the digital version was more convenient than the physical version, but provided essentially the same functionality.  Digital access was possible in more places than physical access.  Multiple computer terminals supporting the online catalog could be distributed throughout the library, providing more convenient access for patrons than the single card catalog.  Today, a typical public library no longer has a central card catalog, but provides distributed catalog terminals.   

In some cases, patrons can already access the online catalog from their homes, and perform library transactions without visiting the physical building itself.   This trend will increase as more people are connected to the Net and more libraries are connected to the Net.   Home library access uses very similar technology to home bookstore access, where this transition has already occurred.   The technologies underlying online bookstores, and the impacts of these digital libraries on physical bookstores, are discussed in the next section.  The trend of remote library access is simply making known to the general public, what the library community has known for a long time, that the core of the library is the catalog not the building.

It rapidly became clear that the primary value of information retrieval was in enabling remote access.   The concentration for information retrieval accordingly shifted from books to journals.   Magazines for the general public are primarily focused on current events, as a more careful news service than newspapers.   Journals for the scholarly community are primarily archives for research results.  The articles appearing in the journals are written by researchers, whose career is dependent on recording their results in the permanent archive of a peer reviewed forum.  In science, journals are the coin-of-the-realm, whereas in humanities, books are the value structure.

Information retrieval has traditionally concentrated on remote access for scientific journals.  Science dominates the funding for digital collections of scholarly materials, and the necessary computer infrastructure for online access is far more prevalent among scientists than among humanists.   Many areas of science rely largely on rapid publication of short articles.  For example, the hottest area of science today is biology and the scientific literature is the engine for biological progress.  Scholarly reporting of scientific results requires providing supporting evidence from previous results, which complete the arguments being made.  Generating a bibliography of previous work enables the scientist to compare and contrast their own work to demonstrate that it is indeed a new contribution to scientific knowledge.

A bibliographic database is the digital collection, which supports information retrieval for scientific journals.  Each record in the database is a surrogate for the corresponding article in a journal.  The digital record describes the relevant information that enables scientist to retrieve the physical article.  A bibliographic record contains the citation information, such as author and title, journal and pages, which uniquely identify the desired article.    It also contains the catalog information, such as accession number and classification number, which can be used to describe the physical location in a library where the journal article can be found.

Bibliographic databases initially had the same functionality as card catalogs.  This was true in the 1960s.  The librarian searched the online database via a remote terminal to retrieve a desired record.  The record described the catalog information, which the scientist then used to locate the desired article in a physical journal on the shelf.   The search enabled the librarian to specify a desired word and retrieve all records containing that word.   Since the only text in the records was the title and author, such search was only useful for generating a bibliography.  All the articles in the database that mentioned the word “compilers” in the title could be exhaustively listed and the list used to generate the references for a new article on this topic in computer software.

Gradually, it was realized that the searching itself provided a valuable function.  A good searcher could often find related articles and answer the question that the scientist wanted to ask, rather than the more limited question that the retrieval system could directly answer.  The scientist wanted “what are all the articles relevant to my research topic” rather than “what are all articles whose title mentions the specified word”.   For the information retrieval to provide better support for related searches, the database records needed to contain more information.  Fortunately, computer technology was improving in areas that could serve these new needs.  In particular, the new hardware of faster networks and larger disks enabled the database records to include more content.

Bibliographic databases expanded into containing a complete summary of the journal articles.    This was true in the 1970s, as the original research systems evolved into widespread commercial systems. [Science DL]  Increasing size of disks and increasing speed of networks made it possible to expand the stored representation of the document.  Initially, only the abstract of the article was included along with the citation information.  Gradually, this expanded into the complete text of the document, including the body of all the sections and the references, figure captions, and table descriptions.   

The usefulness of the bibliographic databases quickly evolved.   Originally, the expanded documents were intended to provide better display.   Although not a complete substitute for reading the article in the print journal in the physical library, reading the full-text of the article on a computer screen could provide significant information with much less effort.   However, it soon became clear that the major value was for better search.  That is, the fuller representation for the documents could provide more comprehensive indexes, which could be used to support deeper search.  This enabled the automatic indexing to begin to rival manual indexing for use with subject classification.

Subject Classification and Thesaurus.   In traditional book libraries, the representation in the card catalog was rather brief.  The “document surrogate” originally consisted only of the book number plus the author and title.  There was also some information about the source describing the book publisher, the date, and perhaps pages and languages.   This lack of information made precise searching difficult.  To augment the information provided by the author, the librarians provided additional information to aid the search process.  

Subject classifications were originally intended to provide descriptors to locate place a book on the (physical) shelves.  But as the collections expanded, particularly to journal articles, the use of classification schemes also expanded to better support user search of (logical) collections.   For location descriptors, a single code sufficed for each book.  Thus the Dewey Decimal System was a single number, e.g. 538.235, and the Library of Congress System was a single word phrase, e.g. QA 75.   For search descriptors, multiple codes provided better coverage for the multiple reasons for wanting to find a particular book.

A superior classification evolved for enabling librarians to effectively search large collections.  Catalog librarians are the professional classifiers, who would construct a thesaurus for each subject.  Such a subject thesaurus would list the major categories of the books covered by this collection.   Each book would then be classified with several categories, which corresponded to the major topics covered by this book.   Reference (searching) librarians would then use the subject thesaurus to improve the search.   If they knew the classification scheme, they could search for the category of a book, rather than only for its title.  Thus, librarians routinely used the abstraction of classification for information retrieval.

Organizations were created to classify the materials for important broad subject areas.  For example, INSPEC was created by the Institute of Electrical and Electronics Engineers (IEEE), the major professional society for electrical engineering.   INSPEC employs several hundred librarians, who comprehensively classify all the journal articles and technical books in computer science, electrical engineering, and physics.  The INSPEC thesaurus contains some 10,000 terms.  Each article in the digital collection is classified by 3 or 4 thesaurus terms, and these can be used to retrieve articles.   For example, an article whose title is “Disk Caching in Berkeley Unix” can be retrieved using the term “operating system”, even though the title does not mention this term.

As the size of collections expanded, the subject thesaurus had to evolve to keep up with the changing terminology in the subject discipline.   In rapidly changing fields of science and engineering, it proved difficult to keep the thesaurus current and prevent it from being “too old” for the users’ needs.  The INSPEC thesaurus only changes substantially every few years, whereas the scientific disciplines change substantially every few months.

As the number of users expanded, the need for specialty classification increased.  The classification for an entire subject discipline could by necessity contain only a small proportion of the number of terms in the collection.   For example, the INSPEC collection contains some 10,000,000 terms, which is 1000 times more than the number of terms in the thesaurus.  Thus each thesaurus term has to cover 1000 article terms.    Thus the users tend to consider the thesaurus as “too general”, since it does not contain the specialty terms that they are accustomed to dealing with.    

Reference librarians know both the general thesaurus terms and the specialty article terms.  Librarians can effectively use information retrieval based on subject classification, since they can map the general to the specific in their heads.   They know the classification schemes well enough to be able to perform this mapping easily.   Scientists, on the other hand, know the specialty terminology but not the general classification.   They tend to find the thesaurus-based classification useless, since they cannot perform the general to specific mapping needed for effective use.   

When information retrieval systems were only available in libraries to be used by librarians, this situation was fine.   With the rise of the Net, information retrieval systems are available in the labs of the scientists and the homes of the users.   Most of the users are untrained in the classification schemes of the professionals.   Thus, another approach is necessary to support the mapping from general to specific terminology.

Automatic Indexing and Scalable Semantics.    To support naïve searchers, infrastructure support for indexing is necessary.  Naïve searchers know the subject matter and what they are interested in, but not the professional classification schemes that expert searchers know.  The indexing infrastructure has to substitute for the expert knowledge of the reference librarian, in a way suitable for the interactive searching of subject experts.   The subject thesaurus developed by the catalog librarian provides an excellent tool for the fellow reference librarian to perform semantic search.  The thesaurus provides a description of the contents of the documents (semantics), which can be used to identify alternative terms to search for the desired document beyond the words actually occurring within the document (syntax).

If it were technologically possible to generate semantic descriptions without the need for expert classifiers, then naïve searchers could be supported.   The automatic process provided by the infrastructure would generate an equivalent index to the subject thesaurus, in a format suitable for users who were experts in the subject matter, but not in the classification scheme.  This would provide automatic support for the Abstraction of Classification.  The indexing technology for the information infrastructure would then provide deeper semantics via an automatic approximation to a subject thesaurus generated by human indexers.  The semantics would likely be shallower and less correct than the human thesaurus, but the currency could be guaranteed by the automatic indexing, which could keep up with the volume of new documents requiring new classification.

 Scalable Semantics is now practical in large-scale experiments in research laboratories.  These technologies provide automatic generation of semantic indexes for large collections of real documents.   It is clear from computing technology trends, that embedding scalable semantics into the mass information infrastructure will shortly be possible.   The core of this book discusses these technologies at length, in the context of their historical trends.   Thus the Net is beginning to ride on the curve of the Abstraction of Classification.   This will transform all the world’s knowledge into a universal library with deep semantics in the foreseeable future.

Scalable Semantics substitutes context for meaning.  Statistics on a collection are gathered on which phrases occur within which documents.   These co-occurrence statistics can be used to provide a form of subject thesaurus, suitable for interactive navigation across concepts (semantic) rather than words (syntax).  Although context statistics may seem a shallow level of semantics, it proves to be practically quite useful.   When a general term is specified, a list of alternative terms can be provided which commonly occur with that term.  Choosing specific terms from the contextual list often provides excellent search terms.   For example, biologists can retrieve specific names of genes from general descriptions of functions.  

I.3. Transmitting Objects across Networks

When “all the world’s knowledge” can be stored in one physical location, then searching is entirely a process of interacting with indexes.  You go to the library, where all the books are stored, search an index to locate the exact physical shelf location, then walk to that shelf to retrieve the desired book.  The classification for the book must be understood, but no remote locations need be referenced.   The process of creating the library and developing the collection has already done the remote retrieval.  

Distributed Catalogs and Interlibrary Loan.   As the number of books grew, the scale of the knowledge correspondingly grew beyond a single physical building.   The local library viewed itself as the gateway into the world’s knowledge, customized to the needs of the local community.  The collection of books stored in the local building was intended to handle the requests of the community.  The local collection thus contained general materials that were commonly accessed by the patrons and specialized materials of significant local interest that would not be easily available from other sources.

Libraries developed exchange programs with other libraries, instituting “interlibrary loan” programs enabling patrons to borrow books from remote locations.   The network of libraries was viewed as a system.  Typically a city would have a library system consisting of multiple branches, and a state would have a library system consisting of multiple cities.  For example, the author lives in the small college town of Urbana, which has its own public library.  The Lincoln Trails system joins together the library of all the small towns in the region.  These regional library systems are themselves joined together into the Illinois State Library System.   

Searching the remote catalogs for interlibrary loan used to be a lengthy process.  A patron desiring a book not in the local library consulted a librarian, who then called around other libraries to find one with that book in their collection.   When the library catalogs turned electronic, the searching could be done much more quickly.  Library catalogs (OPACs – Online Public Access Catalogs) went through the same transitions as did bibliographic databases.  As computers and networks improved, the standard access to the catalog improved from paper to librarian-only access to patron access in the library to patron access at home.

Today, the author can search the combined catalogs of the Lincoln Trails system from his computer at home, request a desired book from any member library, and have that book physically delivered to his local library.   Such capability has been made possible by the improvements in the technology of computer networks.   Network technologies have now made distributed catalogs feasible, and enabled universal libraries to become an everyday reality.

Communications Networks and Switching Machines.   The rise of computer networks in the 20th century greatly increased the speed of transmission for communication networks.  A critical difference between physical and digital is the speed of electronic communications.  Once an item has been digitized, it can transmitted immediately to any location on the physical network.  Once the physical network has been universally laid, the logical network is essentially instantaneous.

To transmit items across a network, they are typically grouped into “packets” of information.  The entire packet is transmitted at one time.   Packet transmission makes the network efficient (cheap and reliable) since the physical hardware can be optimized into sending fixed size pieces (packets) rather than variable sized pieces (documents) corresponding to the actual contents.  A document then must be broken into packets (if large) or multiple documents combined into a single packet (if small).   The packets are then transmitted across the network, safely from the sending end, and the documents are reassembled from the packets on the receiving end.

The critical difference between physical and digital is the electronics.  For example, a packet of papers delivered by pony express in the 19th century is conceptually very similar to a packet of bits delivered by fiber optics in the 20th, but the speed is very different.  The documents transmitted by pony take days to move across the country, while those transmitted by fibers take seconds.   When quantitative differences are sufficiently large, they make qualitative differences in functionality.   Thus it was with universal libraries and distributed catalogs.

A large computer network is composed of smaller networks.  This is for much the same reason as the library networks.   It is not possible to physically run a wire from each location to each other location, any more than it is possible to store every book in a single physical building.  

The first electronic networks in the 19th century were telegraph networks; they did indeed string physical wires from every point to every other point.  But the telegraph system was organized around trained operators at central stations, so there were not many points that needed to be connected to the network.   Typically, the telegraph stations were placed at railroad stations and the telegraph wires were strung along the railroad tracks.

In the 20th century, network communications moved down to the level of the individual.  The network systems were true point to point, where the endpoints were an office or home, not a central station.  This was a major advantage of the telephone over the telegraph, and thus the telephone rapidly displaced the telegraph as the primary mode of electronic communication.   The telephone could be used by untrained operators, talking in spoken voice rather than clicking in Morse code.  The number of such amateurs is much greater than the number of trained operators, and eventually encompassed essentially the entire population.

To efficiently implement point to point communications, the number of lines had to be much less than the number of wires.   On the average, most of the people were not talking on the telephone, and so the system had to be engineered only for the average number of users at any one time.   In a telegraph system, the trained operators were assumed to be using their instruments all the time, since they were consolidating the usage of many ordinary persons.  In a telephone system, the ordinary people could directly access the instruments and  were assumed to be using these only part of the part.

The telephone network supports this partial access using a hierarchy of switching machines.  Many wires are connected into a switching machine but only a few lines are active at any one time.  The local exchange is the lowest level of the telephone network, individual phone lines at homes and offices are directly connected into it with physical wires.   A typical local exchange is supported by a switching machine with 10,000 lines.  But the switch is engineered for 10% capacity.  This implies that only 1000 lines can be active at any one time.   If more than 1000 phones in the same exchange wish to connect at any one time, some must wait until a line is free.  

Technically, the switch blocks the call until there is adequate capacity to handle it.  The 10% non-blocking rate works well on the average and allows lower phone charges.  But the switching machines overload during heavy call volume, such as Mother’s Day or major disasters.  The average rate comes from extensive measurement of average calls, which last two minutes.  As data calls become more common, the numbers based on voice calls need to be adjusted.   A typical voice call is only two minutes (to talk to a person) but a typical data call is much longer (to talk to a computer).

The same sort of blocking switches are used at the higher levels of the hierarchical network.  The local exchanges are connected into regional networks.  Each switch in a regional network is physically wired to each exchange switch, but only a few connections are supported at any one time.   Similarly, the regional switches are connected into statewide networks and the statewide networks connected into national networks.   The telephone network in the United States was established during the first half of the 20th century and transmits via physical wires and microwave relays.  The network hierarchy contains 5 levels of switching machines and there are 10 centrally located class 5 machines.    Each call is switched from the sending to the receiving phone, across the network, using a route of available lines on available switches.

Telephone Numbers and Machine Addresses.   The telephone number used to be a numerical description of the route taken to the physical phone instrument.   The local exchange switch supported 10,000 lines and each phone was numbered in order.   The regional switch supported 1000 exchanges and each exchange was numbered in order.   Thus, for my region of southern Illinois, my home telephone number of 328-1778 meant that my section of Urbana had exchange 328 within the region and my home had telephone 1778 within the exchange.  This is how the class 1 (local) and class 2 (regional) switches handled their addressing.

The higher levels had a much heavier call volume and most of the calls were routed based on load availability.  Thus the area codes were handled by a more complicated system within the class 3, 4, and 5 switching offices.   Thus to reach my full phone address within the United States, a person must dial (217) 328-1778, implying I am in area 217.  Each area code still did correspond to a specific geographic region with a limited number of possible connections.   In today’s world of widespread cellular phones and private exchanges, the numbering plan is somewhat more complicated.

The 7 digit numbering plan meant that a region could only support 10 million phone numbers.  This from the 10,000 lines in the exchange and the 1000 exchanges in the region.   In the first half of the 20th century, 10 million seemed an enormous number of telephones in one area.  But in the second half, codes in densely populated areas were already filling up, and regions such as New Jersey had to split their area codes at the higher level switching offices to handle the demand.

The original computer networks were built directly upon the telephone network and simply copied many of its conventions.   The ARPANET built in the 1960s used telephone lines as the physical medium but transmitted digital packets across these wires.   The original intention of the ARPANET was to remotely share computers across the network.   The U.S. Department of Defense had funded the development of large supercomputers and the ARPANET could be used to enable researchers to login from remote sites.   The addresses of the large computers could simply be numbers corresponding to their location on the network, much as with the hierarchy of switching machines in the telephone network.

When the Internet Protocol (IP) was developed to unify the ARPANET, it enabled a uniform numbering scheme for the packets being transmitted.  The protocol placed a package with appropriate headers around each packet.  This enabled uniform packages to be transmitted across different types of machines connected via different types of networks.  Some of the headers dealt with the packets themselves, for reliable transmission, and some dealt with the addresses to which the packets should be delivered.   The addresses were originally numbers corresponding to the machines that served as switches for the hierarchical network.   For example, “192.17.19.65” is the physical address of the machine in my faculty office via the University of Illinois campus backbone network.

As the number of machines on the Internet increased, it proved convenient to introduce symbolic addressing.   Each symbolic address corresponded directly to a physical address, but provided a ready reference for the administrative location of each machine.   The symbolic addresses were typically laid out by administrative domains to indicate the logical structure of the world supported by the physical structure of the network.  

Thus the symbolic address of the my office home machine is “satori.lis.uiuc.edu” (not the same order as the physical).  This indicates an “.edu” domain for an educational institution, whose domain name is “uiuc” for University of Illinois at Urbana-Champaign.   The subdomain “lis” is for the author’s department, Library and Information Science, who actually maintain the local area network within the building containing the office.  The symbolic name of the machine on which this book is being typed is “satori”.   Note that the physical location is not explicitly contained anywhere in this address.   

Symbolic addresses get around a major problem with numeric addresses, where the numbers are no longer uniform across the entire range, due to adding and deleting of machines.   Recall there was a similar problem with library classification schemes, which filled up within popular categories.   With Internet addresses, there is a Directory that gives the physical address for each logical address.  The physical numbering plan can be rearranged for consistency, without affecting the symbolic addresses, given that the Directory is appropriately updated.  This is similar to a telephone book where a person can always be called by name, but the current phone number is actually called, given that the directory is appropriately updated.

   Abstraction of Protocol.   Network services for the Internet were implemented using the underlying Internet Protocols.   Initially, the primary service was remote login (Telnet), where the user’s computer was connected to another computer within the Internet.  Telnet was implemented by sending packets automatically to the remote computer containing characters typed on the local computer, and conversely, sending back packets from the remote computer containing the characters to be displayed on the local computer.  This remote login service was in keeping with the primary goal of the ARPANET (and later of the Internet) of timesharing supercomputers from remote locations.  

It quickly became clear that users would often need to transfer files from their local computer to the remote computer, and vice versa.   This was initially justified by the need to transfer the experimental data to the supercomputer and transfer the computed results back to the scientist.  The implementation is by defining a protocol on top of IP to transfer files from one machine to another on the Internet.   The File Transfer Protocol (FTP) provides the mechanism for transferring files between local and remote computers.  As a basic protocol, it defines the data (headers and contents) and the software (mechanism for file transfer and reliability check).

FTP identifies a file on the local machine using the local directory structure, does a login to the remote machine using Telnet, creates a file on the remote machine using the remote directory structure, and transmits the file using IP by breaking it into packets locally and reassembling the packets remotely.    Essentially the same FTP protocol first implemented in the 1960s can be found on today’s personal computers as a simple program for transferring files to/from your computer.

Just as FTP was built upon IP,  email was built upon FTP.  In the 1960s, the researchers in the ARPANET had become accustomed to shipping their files to remote machines to perform computations on their data remotely.   It was noticed that a text file could be transmitted as easily as a data file.   To facilitate collaboration with their colleagues at remote locations, researchers were typing messages into a text editor and saving them into files.  These files could then be transmitted into directories on remote machines for their colleagues to view at a later time.  Often these text files were transmitted independently of the data files to be computed upon, to take advantage of the advantages of remote transmission.  

In particular, the remotely transmitted files could be used for time-shifting, where researchers created messages when they arrived at the office for colleagues in later time zones to read when they arrived at their own offices.  The advantages of time-shifting caused the development of specific services for electronic mail, where a user could type a message directly into a program, which created a file then immediately transmitted via FTP.  Email quickly became the most popular service in the ARPANET, much to the surprise of the designers who had intended that computing, not communications, would be the primary usage.   Email itself was not a new development.  It had existed as a station-to-station service in the telegraph industry for many years (Telex; originally called TWX for TypeWriter eXchange indicating messages sent from one central teletypewriter to another).  But its person-to-person implementation provided a scalability that enabled the volume of email to rapidly increase.

Subsequent widely-used network protocols similarly were based upon those already existing.  Thus, there grew a hierarchy of protocols for computer networks.   These protocols handled the interfaces between different computer networks at different levels of details.  For example, the ISO (International Standards Organization) hierarchy has 7 levels of protocols.  The physical transmission of bits over wires is at level 1, the exchange of packets (such as IP) is at level 3, and the logical transmission of files between services (such as email) is at level 7.  [??? But where is FTP then maybe at level 5 ]

The Abstraction of Protocol for networks has the same essential character as the Abstraction of Classification for libraries.  Bigger things are built upon smaller things.  More complex groups are built from less complex groups.  A service with as many components as electronic mail would not be possible to implement if the designers had to consider whether the bits over the wires were arriving reliably or the packets of the bits being reassembled correctly.  Instead, lower levels of protocols take care of these concerns and leave the processing of messages or the interface with the user for the full consideration of the email service designers.

The way towards ever more complex abstractions is to continue to build up the hierarchy.  As should be clear from this discussion, the Net  is simply the current level of abstraction supported by network protocols for global communications.  The basic protocols and the applied services built from them constitute the information infrastructure.  The first formulation of universal protocols for computer networks was developed during the creation of the ARPANET in the 1960s.  These protocols were themselves founded on the protocols from the telephone network.  The ARPANET grew into the Internet in the 1970s and, in the 1980s, expanded its own range from a few computing researchers to the general scientific community.  

The development of the World-Wide Web exploded the Internet into the public consciousness in the 1990s, and ordinary people began to talk about Living in the Net.  As we begin our discussion of the Web and beyond, it is very important to remember that the Web is merely another stage in the development of the Net.   The Web technology has been explicitly based upon the previous protocols, and is not a particularly big step as a technical development.  As a social development, the greatly expanded number of users is quite significant, of course.  The Web will soon be bypassed in its turn and pass hidden into the lower levels of information infrastructure.

As future levels of abstraction are reached in the protocols for the Net, the number of users and the range of usage will even further increase.   There will be a particularly large increase, in the foreseeable future, as the Abstraction of Classification for libraries and knowledge is incorporated into the Abstraction of Protocol for networks and information.  These levels will transform the Internet into the Interspace, moving the abstractions past physical networks into logical spaces.  This book will discuss these future developments at length, as the research in these areas have made the infrastructure directions clear.  At the end, I will speculate on even more abstract future levels, moving beyond information and knowledge into wisdom and spirituality.

Network Objects in the Web.   Most people reading this book in the 2000s will have first heard of the Net by using a web browser.   Some of you might wonder why the web addresses are so close to email addresses.   Browsers and Addresses are simply artifacts of the network protocols for WWW, the so-called World-Wide Web.   WWW was a small technical advance over the existing file transfer services on the Internet, but became the first protocol for computer networks to be propagated to the general public.  

WWW was originally intended to be support for hypertext, a thin layer over FTP for documents.   The then-small Internet community was mostly comprised of scientists, who primarily used the Net to exchange messages.  Many of these messages were scientific articles, containing references to other articles.   A hypertext document has links from one text portion to another, thus providing alternate reading styles.  The idea of WWW was to provide infrastructure support for interlinked documents.  Protocols were developed for HTML, which provided HyperText Markup Language, to label the parts of the document for display purposes.  FTP, File Transfer Protocol, was enhanced to develop HTTP, HyperText Transfer Protocol, enabling links to be followed across documents while preserving their internal structure.     

The first major FTP enhancement was actually Gopher, which took the scientific community by storm in the early 1990s.  Gopher permitted a uniform directory structure to be placed over FTP.  The (few) administrators could specify the machines and the files that logically should be grouped together for information retrieval across the Internet.  The (many) users could then simply traverse the uniform directory structure, explicitly viewing the lists of available files but implicitly invoking FTP to retrieve them when selected.   

For example, all the genome databases were listed in the Gopher directory for Biology, just a few months after the software became easily available within the scientific community.   Labs across the world began running the Biology Gopher and scientists could simply select the desired database from the current list, without need to know the physical location or current directory.  The deployment of Gopher made it clear to the scientific community that uniform access was technically feasible and socially desirable.

At the same time in the early 1990s, commercial software had shown the desirability of word processing and hypertext.   Most scientific articles were now being written on word processors running on personal computers in laboratories and offices.   This was a big change from the previous decade.   Commercial systems such as Hypercard for the Apple Macintosh had shown the desirability of interlinked objects containing text and pictures.  So the time was ripe for the research prototypes, which supported multimedia documents and networked links, to emerge from the research laboratories and enter the everyday life.

What happened in the middle 1990s is that WWW emerged as the protocol for the network infrastructure of the scientific community.   Its original advantage over Gopher was the explicit support for documents, which could directly support scientific articles.   This caused it to be pushed by the organizations being structurally funded to support the scientific community.  WWW was developed at CERN, a European high-energy physics laboratory.   The protocol software came with a server for HTTP and a browser to display HTML documents.

The users of information infrastructure see the services rather than the underlying protocols.  General protocols are necessary for developing the infrastructure, but easy services are necessary for deploying it widely.  Although the new infrastructure was provided by the protocols and the servers, the functional browsers sold the services to the new users.   A number of organizations developed their own browsers based on the WWW protocols.   The most popular by far was Mosaic, developed by NCSA (National Center for Supercomputing Applications).   As the research scientist for information systems at NCSA, I was thus privileged to help catalyze the explosion of the Web.   As discussed later, my research systems also inspired Mosaic.

NCSA Mosaic became the first public domain software to be used by more than one million persons.   This unprecedented growth happened in less than one year.   The way had been prepared by Gopher, but Mosaic/WWW proved to be the streamlined service that brought a new class of naïve users onto the Net.   Its primary features were an easy way to display documents containing pictures and an easy extensibility to add new datatypes to the browser.  It was also pushed by NCSA, a major force inside the scientific community for deploying useful infrastructure for remote access to computers.  

Mosaic could be thought of as a network version of Hypercard, utilizing FTP across the Internet.  This ease of pictures and extensions proved critical to the even more enormous commercial success of Netscape Navigator, which was developed by the Mosaic team after they left the University of Illinois to catch the large niche of home shopping that was still unfilled after the failure of interactive cable television.  The extensibility later meant that web search could be effectively used through web browsers, by sending the user queries to remote search engines via HTTP and reformatting the search results for browser display via HTML.    

Thus the WWW protocols led to infrastructure support for Documents rather than Files.  That is, HTML documents are built directly into web browsers and documents in this format now are widely available.    The widespread adoption of these protocols has made billions of documents from standard archives and personal communities available to any user worldwide.

The Net is now at the infrastructure level of display of objects.  Essentially any object handle-able on personal computers is handle-able on the web; assuming of course that adequate local support is available for the display.   Today, the documents can contain text with pictures, videos with sound, graphical animations, and database access.   Most of this support is contained in external programs and invoked by the browser at the appropriate time.  The browser calls the appropriate program at the appropriate time to display the object, much like Mac-OS and Windows-DOS do as operating system infrastructure support.

The World’s Largest Library.   Widespread adoption of the WWW protocols had immediate implications for physical libraries.   There was now a standard infrastructure for deploying their catalogs to all their patrons with home computers.  The digital card catalogs in the OPAC (Online Public Access Catalog) for the Lincoln Trails Libraries System are based upon WWW protocols, for example.    The cards are HTML documents and HTTP supports search with query in and results back.   OPACs are just a version of web portals, discussed in the next section, with relational databases of book entries in a central site rather than dynamically gathered collections.

Traditionally, the “world’s largest library” has been a central repository for standard collections.  A repository is an archive where all documents of a certain type must be deposited when published.  Most national libraries are copyright repositories.  For example, when a book is copyrighted in the United States, a copy must be deposited in the Library of Congress.  The catalog of the Library of Congress is thus a merged source of all the books published in the U.S. and the LC reference classifications index all these books.   As the country with the most books published and copyrighted, the national library of the United States thus has become the largest physical library.

A different kind of library repository is the Union Catalog, which merges the library catalogs of all the middle-sized research libraries.  This merged catalog includes the catalogs of thousands of libraries worldwide.  The catalog is maintained by a central organization called OCLC (Online Catalog Library Center), which grew out of a consortium of libraries in the state of Ohio in the United States.  The digital version of the OCLC Union catalog supports search across a much larger collection than the Library of Congress.   But, unlike LC, OCLC is only a catalog without a library behind it.   A user can search the catalog but not borrow a book.  In the digital version, a user can search an index but not display the book contents, only its description.  

The regional network of public libraries in the Lincoln Trails System where I live is tightly connected.   After retrieving a reference number from the merged catalog, I can request a book via interlibrary loan.  Even when the request is performed online, from my home computer, the book will be physically delivered to my local library.  The worldwide network of reference libraries associated with OCLC is much looser than my regional network.   The individual libraries contribute their catalogs (book references) but not their collections (books themselves).  There is not a cooperative agreement for interlibrary loan in-between all these libraries.  

The situation is different for the purchasing of new books, than for the archiving of old books.  For example, Amazon claims to be the world’s largest bookstore.   Many of the readers of this book will have used amazon.com, perhaps even purchased this book through this web site.  Amazon pioneered the model of distributed catalogs for book repositories.  They have no physical bookstore, but a large central warehouse.  A user searches their extensive online index, then locates a desired book and orders it.  The book is then sent through physical mail from the warehouse to the user’s home.   The infrastructure of the Web enabled the implementation of a very broad and very easy mail-order book service.

Amazon’s business model is based upon a comprehensive index.  They have cooperative agreements with a large number of other book repositories.   The index covers all the repositories and a user cannot tell which repository actually ships the desired book, but only is informed about the approximate shipping time.   The strength of the Amazon index is that the retrieval is hidden from the user – some repositories might take longer than others but all are reachable.  By this strategy, all books in print can be ordered and many books that are not in print.  As with the merged digital catalogs for public libraries, it is an easy extension to provide indexable materials beyond books, such as videos and audios.

A non-commercial version of the Amazon index could produce the World’s Largest Library.  Cooperative agreements for interlibrary loan have much the same infrastructure function as those for warehouse shipping.  For example, all the member libraries of the Union Catalog could band together.  Or all the public libraries.  Or all the community libraries.   Patrons could then borrow books worldwide, and local libraries could return to their original function of providing a physical cache for the books of greatest local interest.   Although the technology is similar, the sociology of loaning books through libraries is harder than the buying books through warehouses.  There are many more organizational and financial obstacles to be overcome.

The next stage of the Net will develop the world’s largest library for all digital and physical materials.  This stage will incorporate digital libraries into information infrastructure as standard services.  The Net will be the logical access point for the distributed network of digital repositories.  Indexing these repositories individually and merging the indexes is the primary feature of this stage.   Ordinary people will routinely search these merged indexes as though there was a single central source, rather than a distributed network of federated sources.  The level of search must be deepened, for such a large virtual source to be effectively searched.    

Amazon is thus a forerunner of the information infrastructure to come in the near future.  Its functionality has already moved beyond words in books to subjects in catalogs to qualities in reviews.  Interacting with Information is Interacting with Indexes. That is why this book about the Future of the Net is fundamentally concerned with the Abstraction of Classification.  

I.4. Searching Indexes across Repositories

We have now briefly discussed the indexing of a single collection, as a means of providing an abstraction for which a user can search.  We have also discussed how the units of abstraction can be transmitted across networks, so that multiple collections can be searched.   The Abstraction of Classification thus leads to the Abstraction of Protocol, which supports the fundamental interaction for the Net at the current level of information infrastructure.  Now we can examine the technologies for searching across collections and how their functionalities relate to the level of abstraction.

Federating Repositories.  A repository is a collection that has been indexed in some way that facilitates search.   Generating the index requires extracting some information from the documents in the collection and then clustering these information units into similar groupings for retrieval purposes.  The level of abstraction determines which units and which groupings.  For example, when words are extracted, they can be stemmed and grouped by the resulting identical stems (parts of words).  When phrases are extracted, noise words can be eliminated and the resulting phrases clustered.

In general, the extracted units are canonicalized (transformed into some canonical form) and then identical canonical units are clustered together as representing “equivalent” units.  The process of generating canonical units is intended to remove variation not considered essential.  For example, “fiber-based optical transmission” is considered to be functionally the same as “fiber optic transmission”, by stemming “optical” to “optic” and eliminating the noise word “based”.  

Within a collection, the level of abstraction determines the level of equivalence.  If the abstraction is word-based, then the equivalence is word-based.  If the abstraction is concept-based, then the equivalence is concept-based.  What this implies for searching is that the level of abstraction determines what fundamentally can be searched.   If the index contains words, then you must specify the exact word in the document you wish to retrieve.    The variation supported by the indexing equivalence will handle small letter differences, such as finding documents containing “computers” when you specified “computer”.  But it will not handle terminology differences, when the document contains “microprocessors” and you specified “computers”.   If the level of abstraction was instead at the (higher) concept level, then the indexing equivalence would likely cluster “computers” and “microprocessors” together, so that the document you desired would be retrieved.  

A repository is an indexed collection, so federating repositories across a network involves searching indexes across repositories.   Federating is harder than searching, since it involves merging heterogeneous collections into a seamless whole.   The indexes for each individual collection in the federation do not contain the same units, such as words or concepts, since the units are extracted from the individual documents in the individual collections.  And even harder, the levels of abstraction may not be the same across the individual collections in the federation.  

Levels of Federation across Repositories.   The basic mechanism of federation is to issue a user query to multiple repositories and retrieve the collection results from each repository.  The query is issued at some level for abstraction of classification, then transmitted to the remote repository across a network by some level for abstraction of protocol.  

If everything in the world was the same, then all sources connected by all networks on the Net would be identical.  Then federated search would merely be repeated versions of individual searches, and work perfectly.  The only difficulty in merging the results of all the individual searches would be to eliminate duplicates.  That is, if the same document appeared in two different repositories, it would only appear once in the merged collection of results.  To determine that two documents were the “same”, there would have to be a reliable procedure for comparing documents.

In the real world, of course, all sources are not the same.  Even the simplest case of duplicate elimination is difficult in practice.   Is a draft of an article the same document as the final version?  Is a conference paper the same document as the later journal version?  How about a later reprint as a chapter of a book?  Or a translation into another language?  Or the online version with more details?    Even for bibliographic databases, the citations for an article usually vary across sources –page numbers differ, abbreviations of journal name differ, transliteration of authors’ names vary, spelling of words within the abstract differs.  

The level of abstraction makes the determination of “sameness” even more difficult.  Even at a word level, minor differences in the indexing mechanism can cause documents to be retrieved across repositories in some cases, but not in others.    For example, one index will map “computers” to “computer” but map “computational” to “compute”.  Whereas, another index will map both “computers” and “computational” to the stem “comput”.   This means that a search for “computer” from the corresponding repositories will retrieve documents about “computational biology” from the latter repository but not from the former.  

Is this appropriate for the federated repository across repositories?  If not, then the queries must be transformed before the searches are done.  For example, “computer” could be transformed into a set of equivalent words, and all such words searched within each repository.  When higher levels of abstraction are used in the indexing, the determination of the equivalence set becomes more difficult.   For retrieval purposes, are documents conceptually discussing “digital humanities” the same as those discussing “computational science”?   Are discussions of “time” relevant to “computers”, since many clocks now contain computers?  

The field of linguistics makes a fundamental distinction on the levels of abstraction, which is often used in describing the levels for information retrieval.  This is because information retrieval is focused upon the extraction of language units from text documents, and linguistics is the science of the study of language.  The levels are commonly called: syntax – semantics – pragmatics.  For books, syntax is the word level, semantics is the subject level, and pragmatics is the quality level.  These levels can all be seen in the example of searching for books in Amazon, given in the last section.   

Most current information retrieval is based at the syntax level, where a word or words is specified, and all documents containing those words returned.   Syntactic variation improves retrieval by stemming.  Syntax-based search is common in the Internet.  The semantics level is where a concept or concepts is specified, and all documents containing those concepts returned.  Semantic variation is usually too difficult technologically to accurately choose which concepts should be considered equivalent.  Practical infrastructure uses interactive federation to enable the users to choose relevant concepts from a list of possibilities.  Semantics-based search will be common in the Interspace, which is the next major stage in the Evolution of the Net.

The Net fundamentally uses indexing to support retrieval.   As the abstraction level of the Net deepens, the linguistic level of the indexing correspondingly deepens.   The information infrastructure analogues of syntax – semantics –pragmatics are networks – spaces – models.  When the Net supports networks, files are retrieved from computers by giving their exact names.  The syntax must be correctly specified, the words must be correctly spelled.  When the Net supports spaces, documents are retrieved from repositories by giving their contained concepts. The semantics must be correctly specified, the concepts must be accurately described.  

The Net at present is at the level of networks.   The Internet is the interconnection of networks at the syntactic level.   

The Net of the near future will be at the levels of spaces.  The Interspace is the interconnection of spaces at the semantic level.  This book will describe the historical progress from Internet to Interspace at some length.  Since complete research prototypes of the Interspace exist today, most of the details of the near future are already clear. 

The Net of the far future will exist at the level of models.  The Intermodel is the interconnection of models at the pragmatics level.  Since pragmatics involves practical use, it has a societal and spiritual dimension not easily captured by foreseeable technology.  I will speculate at the end of this book about implementing the level of models.

This introductory chapter has concentrated on metaphors from networks and libraries to explain how information infrastructure can incorporate the features necessary for the Internet and the Interspace.  

To move beyond spaces to infrastructural support for models, we will need to look elsewhere, into more complicated domains for metaphors.  Of particular interest are healthcare and religion, as the sources of fundamental status for body and mind.   We can predict infrastructure trends for niches within environments by examining what status is considered healthy within society or what status is considered enlightened within spirituality.

The following table summarizes the levels of abstraction for the Net.   The heading of Books refers to the basic units, of Linguistics refers to the type of extraction, of Retrieval refers to the type of indexing.  This book is about the Evolution of the Net, thus the chapters are organized along the levels of abstraction in the Net.  

	Net
	Books
	Linguistics
	Retrieval
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	Words
	Syntax
	Information

	Spaces
	Concepts
	Semantics
	Knowledge
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Online Services which Federate Bibliographic Databases.   Historically, the technology for federation has evolved along with the technology for search.  Whenever a new level of search is possible within a single repository, further development is done to provide a corresponding level across multiple repositories.  Since federation is harder than search, the technology evolves more slowly.

The first wave of information infrastructure for search appeared within research prototypes in the 1960s and within commercial systems in the 1970s.    This wave was called “bibliographic databases”.   Its functionality centered on fulltext search of scientific journals, particularly in matching words from article citations.    The most successful commercial system was called Dialog[TM] and enabled search of some 500 bibliographic databases, each containing some 1M citations covering journal articles from some scientific field.   

Search could be done across the Net, using custom terminals connected to custom networks.  The commercial packet-switched networks of this era were separate from the research networks.  For example, Dialog could be accessed over a public network, which leased lines from AT&T, such as Telenet or Tymnet.  The ARPANET also used leased lines from AT&T, but was a private network separate from the public networks.

Dialog worked by indexing bibliographic databases, obtained from many sources, and supporting search on a central server that could be accessed remotely.  A typical database was maintained by a professional society and contains complete coverage for that discipline.  For example, the IEE (Institution for Electrical Engineers) maintains INSPEC[TM], which covers journals and conferences in electrical engineering, computer science, and physics.   IEE is the British analogue of IEEE, the world’s largest professional society for electric engineers.  

Each item in the database was a bibliographic citation.   The original items were only citations, containing title and author and journal, due to technological limitations.  Eventually, faster computers and networks led to fuller inclusion, containing more comprehensive fields.  A typical record would contain fields for: title, author, journal, subject, keywords, abstract.  The title and abstract came from the author, the journal citation came from the publisher, the subject and the keywords came from the classifiers.  The classifiers were human indexers, catalog librarians, who worked for the professional society maintaining the bibliographic database for the members of that specialty profession.

The search of the text records in the bibliographic database enabled the users to retrieve exact records.  They specified which words in which fields and the system retrieved all matching records.  Typical scientists could not make effective use of the classification fields, since they did not know the classification hierarchy well but reference librarians who served each specialty could.  The systems were called bibliographic databases, since their primary goal was to generate exhaustive bibliographies of all articles on a particular topic.  For browsing or analyzing, only expert searchers could use them effectively.  

Dialog transformed all records from all databases into the same format, so that the same search system could be used.  The typical usage was on a special terminal in a special library.  For example, a physicist went into the Physics Library and asked the reference librarian there to perform a search of Inspec on the terminal for Dialog.   The retrieval software was accordingly developed to enable field search on a single specialty database using exact word matching.  Exhaustive bibliographies could be generated using phrases from the title or names of the author.  The special librarian also knew the subject hierarchy and could use the classifications therein to locate relevant articles.

As personal computers began to replace workstation terminals, the primary usage of online retrieval services began to change from professional librarians to professional scientists.  That is, the users would perform the searches themselves using the computers easily available to them.  The availability of Dialog, for example, moved from the special terminals in the special libraries to the general computers in the libraries and other public places to the personal computers in the laboratories and offices of the scientists and scholars.  

When the online searches were primarily done by librarians in their libraries, most of the searches only involved one bibliographic database.   The special librarian knew the special terminology and made effective use of the subject classifications.   As the primary usages of the searches became done by scientists in their laboratories, many of the searches now involved more than one database.  Previously, the scientists whose research crossed disciplinary boundaries went into multiple libraries, but now they could simply issue searches to multiple databases from the computers in their libraries.

Searching across multiple databases was awkward in Dialog and the other online retrieval services since this function was not in the original design goals.   A user had to open then search each database individually, and save the each set of results to merge together themselves.  The commands were the same within each database since the common search software was being used.  But the structure of the databases themselves differed.  Each database came from a different organization, which administered it, with a different set of fields and classifications.

Search in a bibliographic database centered around the fields.  The fields utilized in each database were decided and the values assigned by the maintaining organization.  In practice, this meant that a field search that worked in one database might not work in another.  Although the central organization at Dialog attempted to make the fields uniform, e.g. by using a common naming scheme such as AU for author and TI for title, specification of the fields was up to the maintaining organization.   They also attempted to mandate a core set of important fields.

The syntax of the fields varied in practice. So one database might specify the location of the authors as a separate field while another bundle the location into the organization that the authors worked for (University of Illinois, Urbana Illinois).   Or one database might specify the language that the article appeared in (English or Russian) while another specify the level of discussion (Technical Article or Review Article).

Even worse, the semantics of the fields varied in practice.  Most bibliographic databases list only a few (3 or 4) authors per article; they must then have different conventions about how to obtain these few.  Big labs and big projects began to occur first in physics then in biology.  Typically, the first few listed authors did the work, the last few ran the lab, and the middle many provided materials or computations.   Physics databases and biology databases have different conventions about which authors to include from a large project with a hundred authors.  And neither of these conventions can handle computer science, where a systems projects also has tens of authors, listed in alphabetical order.

Such incompatibilities made federating across bibliographic databases difficult.  An author of a paper in biophysics might be listed in the AU field of the article as contained in the physics database but not in the AU field of the biology database, or vice versa.  Traditional bibliographic databases, such as Dialog, made no attempt to solve such problems.  They did also not attempt to eliminate syntax differences, such as duplicate records across databases.  Determining equivalence sets was outside of their range of functions, thus they provided only limited support for search federation.

The research systems of the 1980s were developed with the knowledge of the problems of the commercial databases of the 1970s.  The networks were clearly going to be fast enough so that multiple requests could be routinely transmitted to multiple databases.   Thus, federating fields across databases was going to become a major difficulty.  Hence, a major goal of the research systems was infrastructure support for search federation. 

My own Telesophy Prototype was the pioneer of the infrastructure technologies for worldwide information spaces.   This was developed during the mid-1980s while I worked at the still extant industrial R&D labs in the communications industry such as Bell Labs and Bellcore.  

The basic assumption was that the information resided in small community repositories distributed across the network.   This implied that nearly all searches will involve issuing queries to multiple databases.  A typical case might be the user specifying a query and this query being issued in parallel to multiple databases.  

Since each database was within the global information space supported by the Telesophy Prototype, the indexing had particular support for federating queries.  The basic strategy was to create a uniform set of fields and a uniform style for creating those fields from the database.  Thus the documents in the databases were processed and new “canonical” documents created, which attempted to be uniform across all the various databases.  A federated query was the standard operation, across all databases which were separately administered.

A canonical set of fields were defined, that attempted to be a universal subset.   These included the standard fields, such as author and title, following the lead of the bibliographic databases.  Since the range of materials was broader, these also include additional fields, such as type (e.g. text or image or video) and level (e.g. formal or informal or personal). 

A wide range of databases was indexed into the Telesophy Prototype, to insure that the universal fields constituted a complete set.  This included bibliographic databases from various fields of engineering and medicine, as well as some of the then-newer full-text databases.  There were more popular sources, such as news magazines and movie reviews, and more local sources, such as library catalogs and technical reports.

Standard procedures were established for creating a canonical database from each information source.  These procedures were used with each database, to attempt to insure uniform specification of the field values.  The canonical database was generated by applying the custom values for each field to transform the original values to the canonical set.  These standard procedures would be published to encourage all the various database maintainers to uniformly transform into canonical sets.

Canonical fields are the goal, to assure uniformity across separate databases by organizational agreements. For example, the number of authors and the choice of authors can be made uniform.  And uncertain decisions can be standardized for search purposes.  For example, who is the author of a movie – the director, the writer, the producer, the star?  Such standardization can succeed with organizational procedures beyond the standards for field names.  Similar organization standards for uniform numbering can help to effectively eliminate duplicates.  In a true information space, each object appears only once logically, even when there are multiple physical copies.

The research systems of the 1990s added structure to the documents and thus could support improved levels of federation.  Essentially, this enabled fields to be based upon the information inside parts of the documents, rather than only on metadata describing the whole of the data.  That is, the important parts of the documents had tags embedded in with the text to mark where particular structures occurred.  For example, the start and the end of a section heading would be marked with a <\Begin-Section-Head> and a <\End-Section-Head> tag.  Similarly, for figure captions and references, which pointed to other internal items.   Penalty text, such as tables and equations were also marked up.

The Illinois Digital Library project, carried out in the mid-1990s, was the pioneering attempt to develop a complete system for tagged documents, with search federation across structured sources from multiple publishers.  As Principal Investigator of this project, I was able to build on the experiences with the Telesophy Prototype, and apply the important principles to the federation now possible with full-text and structured documents.  The system was developed using 100,000 full-text articles from 50 engineering journals from 5 major publishers and deployed around the University of Illinois to 2500 faculty and students.

Each publisher received articles from the authors and marked up these documents with their own custom set of tags.  For example, some publishers made each author a separate tag, identifying the important ones with a special tag, while other publishers lumped all the authors together with the same tag boundaries.  Or some bounded an equation by a single large tag, while others used a sequence of smaller tags.  

By working closely with the publishers, our project created a canonical set of tags that spanned all the necessary external and internal fields.  This organizational process contained the logical agreements on how to partition authors, for example, and how to identify the important ones.  We then trained the publishers to use this canonical set consistently.  This process took time but insured consistently across publishers and sources and journals and tags.

Federated search was then supported via the canonical tags at the structure level.  You could issue a query for all physics journals mentioning “nanostructure” in figure captions and correctly return the matching documents.   Such structure search is of great benefit in the engineering literature and thus important to embed into the infrastructure.

The basic technique is to custom transformation into the canonical set of tags.  This is the same basic principle used in the Telesophy Prototype, using internal tags rather than external fields.  Logical agreements between the publishing entities make the custom transformation uniform for federation purposes.  Duplicates are similarly eliminated by a uniform numbering scheme, again based on common agreements across publishers.  For journal articles, the uniform scheme was based upon volume and page numbers.

For the Illinois Digital Library project, the system was used experimentally within the University Library, with all of the journals being indexed at our central site.  That is, the articles were collected from the publishers, transformed according to the agreements, and indexed on our servers.  After the experiment had been running for two years, the publishers were adequately enough trained and the indexing software was stable enough.  Then the publishers stopped sending the documents to our site and directly indexed it themselves.  

The search federation continued to look on the outside just as before, structure search was supported by the infrastructure.  But on the inside, the implementation circa 1997 became a real distributed system of specialized repositories.   Each query was sent on-the-fly to each publisher site for structure search and the federation was done at our central site, using the canonical tag set.   This was true distributed search with structure federation supported by the infrastructure. 

Search Portals which Federate Web Sites.   The Internet began to gain mass popularity in the mid-1990s.  The wide availability of personal computers had led to the standardization of document protocols.  This enabled the development of uniform browsers to all the information available on the Net.  As previously discussed, this led first to Gopher then to Mosaic then to commercial software such as Netscape Navigator and Internet Explorer.  When there was only a small amount of information on the Net, browsing was a viable user interface to locate the desired information.   As the amount increased, search engines became the dominant interface.

The initial web portals simply copied the paradigm already proven for online information systems for bibliographic databases.    The documents were gathered and loaded into a central site, where they were indexed and a uniform retrieval interface provided.  The gathering, however, did not take place via shipping of tapes from indexing organizations, such as IEEE.  Instead, software called “web crawlers” traversed across the Net for documents and transmitted them back to the central site.  These crawlers attempted to get a representative sample of the web pages from a representative set of web sites.

The Net had become inherently distributed and thus the gathering into a central site had become automatic.  This implied a distinct lack of control over the process.  With bibliographic databases, the central site had a legal agreement with each database provider and this could include a custom transformation into a canonical set of fields.  This is the solution towards improving federation that worked with the digital library research prototypes discussed in the previous section.  With web sites, however, there is no explicit legal agreement and the web crawler sent out by the central site automatically gathers some subset of available documents. Custom transformations are not possible within this paradigm.

The first popular web searchers, such as Lycos, did full-text searching of the retrieved documents.   Their improvements on Dialog searching were primarily with respect to better gathering (to retrieve many more documents of many more types) and better stemming (to compose complete phrases of likely to search for words).   Later web searchers attempted to improve the search by using the structure of the Web itself.   For example, Google used phrases occurred in linked documents and rank ordered the search results by the frequency of linked documents, presuming these were related.

All these search engines were still central search of a single database at a single site, rather than distributed search directly of the individual repositories.   As the size of the Web grew and the number of documents to be indexed increased, the search became less and less effective.  Words had different meanings in different communities and fields had different interpretations in different repositories.  Therefore the specification by the user of the desired phrases became less and less precise.  The previous solution of using custom transformations to interpret each field value did not work in the web case, due to the lack of central authorities to mandate the field values, as well as mandate the set of fields themselves.

To attempt to make search more precise, an approach for document representation similar to structured documents was used.  The idea was to better support federation, as with the SGML representation of documents in the Illinois Digital Library project just described.  The approach was used by AltaVista, for example, to give structured responses to common queries.   Thus, when the user requested information about a popular entertainer, a few sites each could be returned from major categories relevant to an entertainer, such as albums, movies, souvenirs, reviews, fans, pictures.

This structured retrieval relied on manual tagging, much as the structure tags for figure captions in journal articles.  The administrators at the central site observed the frequency of search terms and the frequency of site hits.   Popular sites were grouped into major categories as to type of service.   Popular terms were also grouped into the major categories, with each term being in several different categories.  For example, a popular singer might be in the categories for albums and movies and fans, for their various activities.   This was done only for a few (perhaps 1000) of the most common categories, and for only a few (perhaps 10,000) of the most common terms.   This approach is similar to the typical human indexer categorization, but more oriented towards search than towards classification.

In the early 2000s, as the Internet had been growing exponentially for almost a decade, it became clear that a different fundamental solution was necessary.  Manual classification would not scale to the world of distributed community repositories, whereas automatic classification was not adequate if at the level of document structure.  Thus, there were major efforts at classification standards for documents, which tried to capture some semantics in a form that the authors of the documents could specify themselves.  These efforts will reach towards only a certain limited level, because the consistency of the values cannot be mandated. That is, the authors are not professional classifiers and there is no central organization providing consistency checking across all the different and varying personal classifiers.

The primary classification effort is called the Dublin Core, and it is being pushed among other organization by OCLC, the library organization that maintains online catalogs for most of the research libraries in the world.  The Core is a set of fields that represent the essence of the metadata in the physical library world, similar to those for bibliographic databases, with a few additions for the digital library world of the Net.   It has been widely discussed and is slowly being implemented.  But its ubiquity and, particularly, its validity are doomed to limited success in a distributed world of small communities.    The Net in its current instantiation of the Web is already too diverse for organizational unity, therefore even structure search is doomed for federation purposes and semantic indexing is needed.

A related effort, called the Semantic Web, is being pushed by the World-Wide Web Consortium (W3C).   In 2002, the Web protocols have already incorporated a version of structured tags, similar to SGML, but called XML (eXtensible Markup Language).  These tags are a syntactic mechanism for identifying the parts of the documents.  The so-called Semantic Web provides mechanisms for enabling authors to specify the types of these tags, using a meta-data language such as the Resource Description Framework (RDF).  For example, a particular phrase can be tagged as being a person, place, or thing.   

But again, the reliance is upon the authors being correct and consistent in comparison with many other repositories that they have no knowledge of.   Even if the markup were correct and consistent, the “Semantic” Web is not semantics at all.  It is structure tagging and useful only for structured retrieval.  The distributed world requires a different approach to semantic classification, which takes account of all the individual variations in the community repositories, and can be generated automatically within the information infrastructure itself, without relying upon authors or other human indexers.

These committee efforts at defining semantics will be viewed in the fullness of history as the last attempts for manual classification.  In the early twenty-first century, the Net is evolving quickly, with the Internet itself being replaced by a deeper infrastructure called the Interspace.  The Interspace directly supports automatic indexing of semantic representations.   This infrastructure supports semantic indexing for community repositories, enabling navigation across logical spaces.   The Internet in contrast was a lower level of abstraction, supporting transmission across physical networks.  The Net is thus reaching towards the level of information, beyond the level of data, as a major step towards deeper abstraction.

I.5. Network Information Systems

We have now discussed enough background to introduce the architecture of the Net.  This book is about the Evolution of the Net.  That is, how the functionality improves as technologies improve, to better meet user needs.  Evolution is about bringing Humans closer to Information, to solve their problems.  We are only in the early stages of evolution, but the machinery is already clear.  The Third Millennium will be the Net Millennium, where The Net is the Structure of the World.

Classical descriptions of infrastructure have concentrated on the Structures of Everyday Life.  As brought out in Braudel’s classic book, these are concerned with the fundamental necessities of staying alive, such as eating, clothing, housing, transporting.  There are still many persons in the Third Millennium, who worry about having enough to eat and staying free of disease.  But the pressing problems for modern society have shifted into what to do and how to do it.  That is, what information they need to solve their problems and what problems are worth the search of solving.  Depression is the disease of the Information Age, not hunger as in previous ages.  Thus, as the bulk of the information available is incorporated into the Net, the Net increasingly becomes the Structure of the World.

Architecture of Network Information Systems.   As technology improves, the functionality of the Net increases.  But the basic parts of the Net stay the same.  That is, the parts of a network information system are always the same.   There are never any changes over many changes in basic technologies.   The “architecture” of a system is the functions of its parts and their interconnections.  Thus, the basic architecture of a network information system is always the same, although the level of functions and their implementation changes.

It is easy to see why this observation is true.  The basic problem of information retrieval is always the same.  A person has a problem and needs information to solve that problem.   The definition of the problem is stored in the mind of the person.   The definition of the solution is stored in a collection of a library.   To access the library when not physically present, the person must transmit across a network from their local computer containing the problem query to a library computer containing the solution results.

These basic parts have, over time, become the major themes of the Net.   As the Net evolves, users perceive different parts as being the primary functions.  As technologies improve, interaction with the parts are implemented in the order of increasing difficulty.  First the network as it transmits packets from one computer to another, then the library as it searches objects across repositories, finally the user as she models potential solutions to her problem via a sequence of searches and navigations.  

The Infrastructure includes all of these parts as basic protocols.  The Abstraction of Protocol deepens over time, as it becomes possible to more closely model the actual problems of actual users.  Since the basic parts of the system cannot change, the observation about the architecture shows why deepening the abstraction level is the key to future evolution of the Net.  

Technologies do improve over time, with increasing rapidity as the Net increases in importance in the world.  The Evolution of the Net is deepening the level of retrieval and storage, by deepening the level of representation and indexing.

Better technologies can support deeper levels of abstraction.  For example, in the Internet of 2000, Search in the Net is fundamentally “word matching”, where multiword phrases are matched within text documents.   By contrast, in the Cyberspace of science fiction, you “jack into the Net”, where abstract thoughts are matched within virtual environments.  Words are indeed a representation of thoughts, but a rather shallow one.  Documents are indeed a representation of environments, but again a rather shallow one.

The World-Wide Web is a long way from Cyberspace.   The infrastructure must evolve through many stages to match thoughts to environments.  We do not “live in the Net” at present – it is only a type of digital library.  But the stages of evolution are becoming clear, and the outline of how to evolve across stages can be already explained.  This book tries to explain these outlines, to describe the steps for building the Net as the Structure of the World.

Levels of Abstraction in Infrastructure.   How can we get from here to there?  This question echoes the basic question of the Prelude:  “How can ordinary people solve their problems?”  We now have the machinery to recast the question in a way that it might be answered.  When the Net supports information environments, then ordinary people can retrieve the information they need to solve their problems.  When the Net supports spiritual environments, then ordinary people can achieve the perspective they need to reach awareness.  

Thus, the fundamental question can be posed as  “what are the stages in the Evolution of the Net that deepen the level of abstractions from words to thoughts?”    Or perhaps “how can the Net be evolved to support both knowledge and values?”   

The functions of the Net deepen over time, as technologies improve to implement the parts.  These new technologies build a closer match between humans and libraries, that is, between mind and knowledge.  The Power of the Net connects minds to knowledges.  Thus, the network part of the infrastructure is the one embodied by the name of the infrastructure – the Net.

The stages in evolution successively improve increasingly harder parts of the infrastructure.  As mentioned above, Networks are the easiest part, since only transmission is involved, at a syntactic level.  Libraries are the next hardest part, since collections must be indexed, and search supported at a semantic level.  Finally, Users are the hardest part, since the problems themselves must be modeled within appropriate contexts at a pragmatic level.

More technically, the fundamental question can be posed as “how to effectively support Federated Search across Distributed Repositories”?   The level of federation deepens over time to provide deeper search across more widely dispersed repositories indexed by more abstract representations.

The next Chapter on the Waves of the Net will formalize the stages of evolution.  In particular, the discussion will outline two stages each in deepening the parts of Networks, Libraries, and Users.  In historical chronology, the stages will likely occur in that order, due to increasing difficulty of the technologies involved.

The deepening of each parts changes its fundamental representation.  The changes are oriented towards federation, towards making it easier to search across multiple ones.  Thus, for Networks, the protocols for the Internet have concentrated on exchanging packets across different types of computer networks and transmitting files across different types of computer software.   These protocols have supported the worldwide network available today.

In the short-term future, users will navigate logical spaces of information rather than physical networks of machines.  The federation thus will take place across spaces rather than across networks.  Correspondingly, the deepening protocols will standardize the representation of information.  For Libraries, the protocols for the Interspace are concentrating on navigating concepts across different types of repositories and clustering categories across different types of indexes.   

In the long-term future, users will themselves be modeled and search will occur implicitly rather than explicitly.  A navigation session will establish a situation based on the user and on the environment, and support appropriate abstract matches between these.  Correspondingly, the deepening protocols will standardize the representation of knowledge.   For Users, the protocols for the Intermodel will concentrate on switching perspectives across different types of user intentions and establishing situations across different types of knowledge environments.

The deepening of representation across the Waves of the Net might be thought of as moving levels from data to information to knowledge.  Data is uninterpreted bits, information is packaged objects, and knowledge is situated environments.  Networks thus concentrate on transmitting data, Spaces on navigating information, and Models on contextualizing knowledge.

From the Internet to the Interspace.   In the near-term future, the Net will evolve from physical networks to logical spaces.  In the early years of the 21st century, as this book is being written, the Net has finally propagated into everyday life.  It is possible to retrieve information from nearly any source from nearly anywhere in the world.   For well-defined and easy-to-specify queries, this makes the information available to solve the desired problems.   

For example, the commercial explosion of the Net in the late 1990s was largely powered by home shopping.  At last, there was a cheap technology (the PC) for a well-known commercial niche (home shopping).  Previous attempts to make available electronic catalogs had failed to leverage off a widely available general purpose business technology.  This is why the Internet with home PCs succeeded when videotex using special terminals had failed a decade before.

The difficulty with the World-Wide Web should be obvious to most readers of this book.  For most real queries, searching doesn’t work.  It returns either too many results or too few.  So the Web is primarily a document retrieval medium only – it does not provide fundamental support for information retrieval in the searching process.  The search in web portals is based upon the contents of the objects themselves, such as matching phrases within documents.  The Abstraction of Classification must accordingly be at the level of syntax. 

Moving to logical spaces will solve these difficulties.  Instead of searching for the words in the documents, the infrastructure would search for the meanings inherent in the content.  Users would then navigate across logical spaces of information rather than search through physical networks of data.  The Abstraction of Classification would move towards the level of semantics.

The same need pushes the evolution of the Net itself, in deepening the Abstraction of Protocol.  The fundamental technologies for federation across distributed repositories can only be improved by deepening the level of abstraction.  Distributed repositories fundamentally cannot insure uniformity of canonical fields nor especially of canonical values.  The infrastructure must support uniformity explicitly, by reducing the terminological variation that plagues federation.

The Interspace will be the new infrastructure, the next step in the evolution of the Net beyond the current Internet.  In the Interspace, users navigate spaces of concepts rather than search networks of words.  The infrastructure provides fundamental support for indexing objects at a semantic level.  That is, the concepts associated with the documents are automatically extracted and indexed for search federation purposes.

The technologies that will power the Interspace are already developed and running experimentally in research laboratories.  As discussed in the next chapter, the next decade (the first of the 21st century) will see the mass propagation of the Interspace, much as the previous decade saw the mass propagation of the Internet.   Thus, the basic functions of the Interspace are already known, even if the exact commercial realization lies in the future.  That is, the user interfaces will probably differ but the fundamental functions probably will not.

The Interspace is an information infrastructure that directly supports interaction with abstraction.  As such, it is the first wave of the Net to do so.  This is a key turning point in the evolution of the Net, and the key turning point towards the Net as the Structure of the World.  Future evolution will continue to deepen the interaction towards levels closer to minds and environments.  Because of this crucial inflection point, the near-term is symbolic of the entire future.  Thus, the Interspace will be discussed at length in this book, both the technologies and the applications.

The infrastructure of the Interspace is based upon statistical indexing.  Statistical processing has taken over pattern recognition in the recent past, due to the increasing power of computers.  It used to be that concepts were identified by carefully parsing out the meaning of sentences, using detailed grammars.  These grammars diagrammed sentences for particular subject domains.  But the grammars were only useful in their limited domain.  

These technologies of artificial intelligence proved to be fragile.  Supporting semantic indexing in one subject domain provided little assistance in providing the same level of indexing in a different subject domain.  So alternative methods of supporting meaning were necessary, as the number of domains and the number of documents increased.

Statistical approaches have been well studied in information retrieval since the early days of computers during the 1960s.  The basic idea is to represent each document with a set of numerical features.  A space is then generated, where similar documents can be grouped together.  Statistical clustering computes the distance between documents, based on the difference in n-space between their respective features.  The difficulty is that the computers were not fast enough to compute clusters for any real size collections; all the research results were on test collections of a hundred documents.

With statistical indexing, you try to use “context” to approximate “semantics”.   That is, rather than trying to understand the individual phrases within a document, the infrastructure computes their context within the documents.   Rather than understanding meaning, the “guilt by association” is computed.  Appropriate units are extracted from each document.  For example, noun phrases are parsed out of the sentence texts.  Then the co-occurrence frequency is computed.  This represents how often each phrase occurs with each other phrase within a document.  

This computation shows the context that the phrases appear, in the particular collection.  The context is useful interactively.  If a user wants to search for a phrase, and doesn’t know which phrase to enter as a query, then the system can suggest other potential phrases that often occur with that phrase.  Although the suggested phrases may not mean the same thing, they will often be useful to search for to locate desired documents. For example, in biology, you can enter functions of genes and find their names from the list of suggested terms.

Thus, the infrastructure must support uniformity (at least interactively) by navigating concepts instead of words.  That is, users navigate the contextual lists of related terms, to locate appropriate terms, before actually issuing a search.   In this sense, the level of abstraction moves from syntax to “semantics”.    Users navigate concept spaces to locate desired concepts, before navigating from concepts to documents, thereby federating across repositories.  

In the early years of the 21st century (the 2000s), computer power has increased sufficiently so that context can be computed for real collections.  In 2000, a concept space could be computed for a community collection on a personal computer in batch mode.  By 2010, the speed will be great enough so that the collections can be selectively dynamically during an interactive session, and then the concept spaces computed from the collection context.

Note that the collection indexing in the Interspace becomes community-based, rather than source-based.  That is, local context can typically be computed whereas global context typically cannot.  The web portals that have tried to compute statistical context have failed to find it practically useful, because they are fundamentally global search engines.  Partially, this is due to the sheer scale of the existing Web.  But partially it is due to the collection being simply too broad for the context to have any coherent statistical patterns.  Individual communities have restricted topics and restricted terminologies.  Such collections are essential for scalable semantics to be practically effective for information retrieval.

Levels of abstraction in the Second Wave are Documents and Objects.   These are transmitted across Networks.  The levels of abstraction in the Third Wave are Concepts and Categories.   These are used to classify Libraries.  Libraries require Spaces above Networks.  The Interspace will make everyone a little bit of a librarian just as the telephone made everyone a little bit of a operator (in the switchboards of pre-wave history). 

Beyond the Interspace.   In the long-term, there are many future Waves of the Net required to reach spiritual infrastructure.  Such infrastructure evolution will enable ordinary people to become One with their body and their mind, with their temporal lifestyle and their spiritual environment.  

Predicting the structure of these future waves is necessarily speculative, yet an essential part of this book.  I shall try to take seriously how to evolve in stages from the Web of today to the Enlightenment of tomorrow.  Fortunately, the Waves of the Net, discussed in Chapter 2, give some indication of the progress and the goals.  And the Laws of the Net, discussed in Chapter 3, give some indication of how to broadly predict the units and the indexes of future infrastructures.

What the future waves do is to evolve the infrastructure protocols to deeper levels of abstraction.   The near-term waves concentrate on descriptors of world objects – on documents composed of words which “describe” the actual things in the world.  Later waves concentrate on the world objects themselves – on the features measuring the things themselves concretely in detail rather than on their descriptions in abstract outline.

An analogy might make this trend clearer.  The words in documents are structures that measure the world, but only describe the underlying reality.  The concepts in the Interspace are abstract groupings of these words that show which are equivalent semantically.  The evolution from the Internet to the Interspace, from the second to the third wave of the Net, concentrates on grouping the descriptions into practically effective clusters.

Analogously, features can be specified which measure the objects in the Net directly, which measure the underlying reality rather than merely describe it.  Feature vectors are the classic approach in patterns to recognize objects and to compute similarity.  Abstract groupings of these features would constitute effective clusters of viable approaches to living in the world.   Long-term waves of the Net, such as the fourth and fifth waves, thus concentrate on protocols for capturing the features of the world, the environments for both body and mind, and for grouping the features into effective niches for viable living.

This infrastructure trend from words to things could be viewed as an evolution from semantics to pragmatics.   The world is considered directly rather than indirectly.  The theme is Models, measuring the world, rather than Libraries, retrieving the collections.  To construct complete environments, architects must move beyond names to features, beyond categories with meaning to clusters without meaning.  This is just as true in physical architecture (buildings) as in logical architecture (software), see for example, Christopher Alexander on The Pattern without a Name in “The Timeless Way of Building”.

In the 4th wave, the infrastructure will enable ordinary persons to become a little bit of a doctor, just as the 3rd wave is enabling them to become a little bit of a librarian.  We will discuss at length how to develop infrastructure for health monitors, where feature vectors for the entire lifestyles of ordinary people are deployed to whole populations.

The 5th wave, as discussed in this book, moves beyond bodies to minds.  It tries to directly support interactive enlightenment, to make everyone a little bit of a priest rather than a physician.  (Perhaps a monk would be a better analogy, since the philosophy is more Eastern Buddhism than Western Christianity).    The clustering of niches within environments will enable the Intermodel, where models across niches are supported, as a form of advanced pragmatic federation.

The rest of this book will cover the stages from concrete now to abstract then, leading to satori.  Spiritual enlightenment embedded into the infrastructure for ordinary people in everyday life.  How the Evolution of the Net can achieve infrastructure support for ordinary people to achieve everyday satori !
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